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Abstract

Besides domain-specific biological problems, biologists are confronted with many computational prob-

lems. The large amount of varying, heterogeneous, and semi-structured biological data, the increasing com-

plexity of biological applications, methods, and tools afflicted with uncertainty and missing knowledge, as

well as the lacking interoperability of available tools necessitate integrative measures to enable biology

workflow. In this paper we address these problems in the context of the processing and evaluation of

BLAST query results. We present a new tool, called BlastQuest, which relies on database technology

and provides sophisticated interactive and Web-enabled query, analysis, and visualization facilities for

genomics data. The interface with the Gene Ontology and the KEGG pathway databases decisively foster
the biological workflow. Finally, based on our experience with BlastQuest, we briefly sketch a new concept,

called Genomics Algebra, for solving genomic data management problems from a broader perspective.
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1. Introduction

Besides domain-specific biological problems, biologists are confronted with many computa-
tional problems. For example, the exponentially growing volume of heterogeneous, semi-struc-
tured biological data that has to be processed and analyzed. Another problem is the increasing
complexity of biological applications, methods, and tools afflicted with an inherent lack of bio-
logical knowledge as well as intrinsic uncertainty. A third problem is the lacking interoperability
of available tools, i.e., biological tools are more or less self-contained and isolated, mostly only
visualization-based, and incapable of exchanging data with each other. As a result, many chal-
lenges in biology and genomics are now challenges in computing and here especially in informa-
tion management and algorithm design. This necessitates the development of an appropriate
‘‘communication interface’’ between biologists and computer scientists who each live in their
own world but also recognize the chances for jointly solving important problems in common
future research.

This paper deals with the three aforementioned problems in the context of BLAST (Basic Local
Alignment Search Tool) [1], a common tool for conducting similarity searches. BLAST comprises
a set of similarity search algorithms that employ heuristics to detect relationships between gene
sequences and that rank the computed ‘‘hits’’ statistically. An essential problem for the biologist
is currently the processing and evaluation of BLAST query results, since a BLAST search yields
its result exclusively in a textual format (e.g., ASCII, HTML, XML). This format has the benefit
of being application-neutral but at the same time prevents efficient analysis.

In this paper, we describe a new powerful tool called BlastQuest for managing BLAST results
stemming from multiple individual queries. This tool provides the biologist with interactive and
Web-enabled query, analysis, and visualization facilities beyond what is possible by current
BLAST interfaces. In particular, BLAST results from multiple queries are imported, structured,
and stored in a relational database to support a series of built-in analysis operations that can be
used to select, browse, filter, group, order, search, and annotate sequence data efficiently and
without referring to the original BLAST result files. In addition, users have the option to inter-
act with the data through a forms-based query interface. BlastQuest also establishes connections
to the Gene Ontology (GO) [10], which is a controlled vocabulary about gene and protein roles
in cells, and the Kyoto Encyclopedia of Genes and Genomes (KEGG) [16], which is a pathway
database and integrates current knowledge on molecular interaction networks in biological proc-
esses.

The rest of this paper is organized as follows. Section 2 briefly reviews some important biolog-
ical concepts and addresses the biological workflow when working with BLAST, Gene Ontology,
and the KEGG database. Section 3 emphasizes the need for tools capable of processing BLAST
results and identifies their functional requirements. In Section 4, we describe our BlastQuest pro-
totype from the system architecture and implementation perspective. An example session in Sec-
tion 5 describes the main features and data analysis options of the BlastQuest system and its user
interface. Section 6 evaluates the BlastQuest system and reports on our experiences with it. Sec-
tion 7 discusses related work. Section 8 considers desired improvements to BlastQuest. We con-
clude the section with a brief description of a new, data model, language, and architecture
called Genomics Algebra for integrating, processing and querying genomic information. Finally,
Section 9 summarizes the paper.
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2. Biological workflow

Analysis of genetic sequences is geared toward understanding what the nucleotide sequence
means in a biological context. Here a biological context is the possible roles, functions, and pro-
cesses that the genetic entity participates in or controls. There are many methods to discover the
biological functions of genetic entities, either computationally or through empirical experimenta-
tion. One of the common computational methods is through gene sequence homology searches.
Using the gene homology search method, information discovery is an iterative process cycling
through three fundamental steps: (1) use known nucleotide sequence to formulate a database
query, (2) store query results, and (3) analyze query results. Analyzing the results of each query
leads to formulation of new queries and the cycle is repeated until hopefully all available informa-
tion related to the gene is in hand. Fig. 1 schematically describes one of the ways gene information
may be discovered. In this example, the primary search path begins with an input nucleotide se-
quence (Sequence A in Fig. 1), which is searched against a nucleotide or protein sequence data-
base using the criteria of sequence similarity or homology. The search results and the input
nucleotide sequence are stored in a results database. This search path may be repeated several
times, by selecting different nucleotide or protein sequence databases as search targets. Analysis
of primary search results may lead to formation of secondary queries against additional biological
repositories, which may be iteratively searched on the basis of text or other cross-references deter-
mined from the initial search results.

As depicted in Fig. 1, one common path to gene information discovery begins with searches of
the NCBI GenBank database [3] using the BLAST search engine. The BLAST search engine takes
a query sequence and matches it against the GenBank database returning information used to
evaluate the probability that database matches or ‘‘hits’’ are a reasonable homolog for the query
sequence. For each hit a brief text summary of known biological properties is produced. Such a
summary contains statistical scores (bit scores and e-values) making real sequence homology
matches easier to distinguish from matches that might happen by chance. Other information in-
cluded in the BLAST result includes a short text string describing the biological properties of the
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Fig. 1. A common gene discovery process.
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database match, and several unique identification numbers, the GI Number (unique ID for
GenBank records) and the Accession Number, linking the matched sequence back to the GenBank
database and to additional information stored in the full database record. Each query submitted
to the BLAST engine returns an output file containing possibly hundreds of matching GenBank
database records. Large-scale genomics projects generate literally thousands of BLAST queries
and the prospect of manually manipulating, summarizing, and interpreting thousands of output
files is a daunting task. The BLAST program outputs search results in one of several formats,
including flat text, HTML, and XML. Of these formats, XML is the most desirable for down-
stream computational processing.

Starting with an unknown nucleotide sequence, an annotated gene sequence database such as
GenBank, and a sequence homology search tool such as BLAST, we may be able to infer the iden-
tity and assign a probable function to the majority of newly determined DNA sequences. How-
ever, BLAST by itself only gives us information about each specific query sequence. Genes and
the processes they control work in sequential and interconnected networks or pathways. A collec-
tion of Expressed Sequence Tag (EST) sequences represents a global view of the genes expressed
in a cell, tissue or organism. Taken individually, each EST sequence tells us about a single role or
function. In order to assemble the global context, we must impose a higher order of organization
on the individual sequences. This involves establishing biologically relevant relationships between
the individual EST sequences. We do this by classifying sequences into related groups using Gene
Ontology or KEGG relationships.

Gene Ontology (GO) is a controlled vocabulary about gene and protein roles in cells. In addi-
tion, hierarchical structures are imposed upon those defined terms. There are three major catego-
ries, namely biological process, molecular function, and cellular component, which are further
subdivided into subcategories of various depths. Directed acyclic graphs are formed by GO terms
and their associated ‘‘is-a’’ and ‘‘part-of’’ relations. This set of terms and the hierarchical relation-
ship among them gives us the ability to identify related gene groups on various specificity levels.
The KEGG pathway database integrates current knowledge on molecular interaction networks in
biological processes. Macromolecules participating in the same metabolic or regulatory pathway
are represented in graphical and hypertext-based format describing their functional relationship
and dependency. Putting EST sequences into pathways reveals the functional contexts in which
genes interact with each other so that cells can perform appropriate functions.
3. Biological tool requirements

A typical DNA sequencing project involves collections of several hundred to tens of thousands
of DNA sequences. As outlined in Section 2, nucleotide sequence homology searches are often the
first step toward identifying the biological function of unknown nucleotide sequences. Most aca-
demic investigators lack the computational expertise and infrastructure to conduct BLAST
homology searches on the hundreds or thousands of nucleotide sequences generated by their pro-
jects. Biological scientists want to gain insight from their data without having to struggle with the
management of their data.

Based on this observation, there was a clear need to build a centralized system to manage
BLAST results. The BlastQuest project was initiated to manage BLAST results and make this
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information available to client researchers located anywhere with internet access. It began with
several modest goals, foremost the delivery of a Web-based tool for viewing, searching, filtering,
and summarizing large numbers of BLAST results files. Our solution began with asking our user
community for ideas about the types of analysis they would like to perform. The result of these
interviews produced the following list of functional requirements for the BlastQuest system:

• A BLAST results viewing tool accessible to researchers at remote locations. Users should have
access to their BLAST results from anywhere on the Web including the ability to share results
with colleagues in other locations.

• Selective browsing of BLAST homology search results. Biologists want a broad overview of the
possible biological functions of the many genes sequences represented in their DNA sequence
data. The ability to reduce and summarize BLAST data to the most significant results is very
useful.

• Search capability on a variety of criteria, such as text terms on biological properties or gene func-

tions. As biological scientists identify their most interesting gene sequences, they need a way to
focus and retrieve only those search results related to the topic of interest.

• Selective data filtering on various BLAST statistical criteria such as e-value or bit score. These
statistical parameters help discriminate between real sequence homology matches and matches
due to noise. The user will choose parameters giving either a more relaxed or more restricted
view as needed.

• Selective data grouping by GI number or by score. For example, viewing the three statistically
best-scoring results for each query sequence is a convenient way to summarize and browse
BLAST results for many query sequences. Grouping query sequences by GI number collects
all of the query sequences having sequence homology matches with the same sequences from
the database. Two or more query sequences sharing the same database homology match imply
the query sequences are related to each other and suggest additional analysis of the relationship
is warranted.

• Privacy constrained sharing of results among the scientists. DNA sequence data is often propri-
etary and may constitute intellectual property. Such data should not be made public until prop-
erly protected.

• An intuitive interface for getting queries into and BLAST results out of the system. The interface
must be attractive and implemented in a logical manner so users will be able to find and use the
tools the system provides.

• Identifying global expression patterns. For a query sequence, its functions can be inferred based
on the functional annotations associated with its BLAST hits. If sequences with similar func-
tions are grouped together, it is very helpful to identify global expression patterns. This task can
be performed by employing the Gene Ontology.

• Organizing sequences by orthologs and inferred pathways. Taken individually, each EST se-
quence tells us about a single role or function. Putting EST sequences into pathways reveals
the functional contexts, relationships, and dependencies in which genes interact with each other
so that cells can perform appropriate functions. This information is provided by the KEGG
pathway database.

In the next section we show how BlastQuest satisfies these requirements.
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4. Architecture and prototype implementation of BlastQuest

BlastQuest simplifies large-scale analysis in gene sequencing projects by providing scientists
with an integrated tool suite for gene analysis. Specifically, it allows its users to filter, summa-
rize, sort, group, and search BLAST data and to augment the output with annotations from GO
and KEGG. In addition, Blast data can be linked to SMART (Simple Modular Architecture
Research Tool). BlastQuest uses XML as its internal data representation language and ware-
houses all of the data including the outcome of experiments as well as the entire GO vocabulary
and KEGG orthologs and their relationships with pathways in a relational database. This lets
users benefit from well-known relational concepts like transactions, controlled sharing, and
query optimization. In addition, having all of the data and tools (including a BLAST Server)
available locally increases performance, provides maximum flexibility to the users, and more
than compensates for the overhead that is required to maintain the consistency and freshness
of the data in the warehouse.

BlastQuest also supports a rich set of analysis functions (Section 5). The most frequently used
ones are directly accessible via command buttons. To enable data analysis that is not directly sup-
ported by the built-in user interface operations, BlastQuest offers a more flexible, mask-oriented,
non-SQL query interface; it has been our experience that biologists object to SQL due to its com-
plexity and low-level abstraction. Our interface essentially allows the user to construct complex
boolean expressions as selection conditions which include logical operators and substring search
predicates. The underlying query execution is based on parameterized SQL queries, which are
instantiated and automatically translated into executable SQL code by the relational database
management system (RDBMS). Finally, BlastQuest lets users manage BLAST and related exper-
iment data on a per-project or per-user basis using the security features of the RDBMS while at
the same time allowing controlled sharing of this data in order to support collaboration.

4.1. Architecture of BlastQuest

Fig. 2 depicts a conceptual overview of the system architecture. Starting with the database
back-end, the Operational Data Store (ODS) is managed using an Oracle v. 9i RDBMS. Its con-
tents are divided into BLAST results generated by the local BLAST Engine (left-hand side of Fig.
2) and stored in the ODS for persistence, as well as GO and KEGG annotations that are down-
loaded and imported from their original sources using the Loader module (lower right-hand side
portion of Fig. 2). The loader converts the ASCII file representation of the GO and KEGG source
files into an appropriate set of load files, which are batch-loaded into the ODS using Oracle�s
bulkloader.

The ODS supports the concept of user and project information that facilitates the management
of BLAST results and the corresponding analysis over time and among multiple collaborators. An
additional data source for the BlastQuest system, although not managed by the Oracle server, is
the collection of BLAST databases, for example, from NCBI, EBI, and KEGG (collectively re-
ferred to as BLAST DB on the left-hand side of Fig. 2). BLAST databases are stored as files.
The contents of the GO and KEGG databases in Oracle as well as the file-based BLAST data-
bases are periodically refreshed (currently monthly) by downloading updated source files from
the original sites and then reloading their contents into the appropriate repositories.
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Fig. 2. Conceptual overview of the BlastQuest system architecture.
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Using the Graphical User Interface (top of Fig. 2) a user submits a set of gene sequences in FAS-
TA format to the BLAST Engine. As mentioned above, the BLAST Engine resides on a Blast-
Quest server and accesses the local copies of publicly available BLAST databases. Submitted
gene sequences are stored in the Oracle database. For each gene sequence that produced a match
during the BLAST search, the XML-formatted results are returned to the user in the form of
HTML pages generated by the Client Interface Module residing on a Web server. By making
our interface Web-based, users can load and analyze BLAST results in their BlastQuest accounts
from anywhere on the Web as long as they have access to a Web browser.

BLAST results are stored persistently in the Operational Data Store using the XML Loader.
The XML Loader is converts the XML formatted BLAST Result into a set of load files that
can be loaded into the Operational Data Store using the DB Manager via the JDBC Call-Level
API. In addition to creating the SQL load commands for BLAST Results, the DBManager trans-
lates commands from the Graphical User Interface into SQL queries, which are executed by the
Oracle RDBMS that manages the Operational Data Store. Analogously, the DB Manager also
processes the query results and creates the XML that is converted into HTML output by the Cli-
ent Interface Module.

One of the advantages of BlastQuest is that is allows users to conduct BLAST searches not only
against the BLAST DB containing data from publicly available repositories but also against their
own data. The FASTA_Definition Generator on the left-hand side of Fig. 2 converts the BLAST hit
and sequence data stored in the Operational Data Store into BLASTData in FASTA format using
the formatdb application. This represents a second source for the Blast Engine (User BLAST DB).
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Assembled sequences are created by the BlastQuest administrator using either Paracel�s Tran-
scriptAssemblerTM (Paracel Inc, Pasadena, CA) or the phred–phrap–consed system [5,6,11]. The in-
put to the assembler are PHD 1 files [5,6] containing multiple gene segments which are assembled
into consensus (DNA) sequences. TranscriptAssemblerTM produces two sets of outputs: (1) The
consensus sequences in FASTA format, which are stored in the Operational Data Store using the
Sequence Reader. These assembled sequences can be made available for subsequent BLAST
searches by converting them back into FASTA format using the FASTA_Definition Generator.
(2) A set of summary files from which the Summary Reader generates the assembly statistics
including number of sequences before and after the assembly, number of sequences in the clusters,
and number of unique sequences after the assembly. Assembly statistics are viewable through the
Graphical User Interface.

Since meaningful analysis requires access to state-of-the-art reference materials, BlastQuest
allows its users to augment the results of their BLAST searches with information from KEGG
(pathways) and GO (terminology and relationship to other known genes). In the case of GO,
the GO Viewer on the right-hand side of Fig. 2 identifies the location of each sequence with respect
to its place in the GO ontology, which is shown to the user in the form of a browsable graph struc-
ture. In the case of KEGG, the Pathway Generator produces a summary file and a set of hyper-
linked pathway graphs that describes the functional interconnections among genes.
4.2. Implementation

The architecture shown in Fig. 2 has been implemented as a fully functional prototype system
that is installed and running on a cluster of high-end PCs in the Interdisciplinary Center for Bio-
technology Research (ICBR) at the University of Florida. In the current prototype, the mapping
of software to data and compute servers is as follows:

• The Graphical User Interface is implemented as a set of Java scripts which are downloaded and
executed inside the client�s Web browser.

• The Blast Engine on the left-hand side of Fig. 2 together with the Blast DB files are installed on
a four-node, 2.40 GHz dual processor, Intel(R) Xeon(TM) cluster server. Each node has 2 GB
of RAM and has access to a 100 GB disk array.

• TranscriptAssemblerTM is installed on the second BlastQuest server, which is a single-node,
1.60 GHz dual AMD Athlon Processor with 2 GB of RAM and 80 GB of hard disk space.

• The Client Interface Module, the Operational Data Store, and the remaining modules are in-
stalled on the third BlastQuest server, which has a single-node, 2.2 GHZ AMD Athlon Pro-
cessor with 1 GB of RAM and 80 GB of hard disk space.

The reason we installed TranscriptAssemblerTM on its own server is that the assembly process
(i.e., cleaning, clustering, and assembly of the EST sequences) is very compute-intensive and
should be done in parallel with the remaining BlastQuest processing for better performance.
1 A PHD file is the output file from a base-calling program ‘‘Phred’’ for DNA sequence traces. It contains bases and

their quality values.
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As far as the implementation is concerned, the Interface Module is implemented as a series of
Java Server pages (JSPs) that execute inside a Tomcat server. The Operational Data Store is man-
aged by an Oracle 9i RDBMS. The remaining modules including TranscriptAssemblerTM are
implemented as Java classes. The various modules and data servers are connected through Re-
mote Method Invocation (RMI) procedures which are also written in Java.

The division of data into three broad categories, namely BLAST results, GO, and KEGG
annotations inside the Operational Data Store is also reflected in its database schema, which is
depicted using the Entity–Relationship (E/R) model in Fig. 3. Although the actual database uses
the relational model, we illustrate the schema using E/R notation, which is easier to understand.
In the diagram in Fig. 3, rectangles represent sets of entities or major concepts, ovals describe their
characteristics (attributes), and diamonds connecting entities (via edges) represent relationships
among entities. The letter �N� (�1�) above an edge represents a cardinality constraint and indicates
that the corresponding entity may participate multiple times (once) in the relationship. Attributes
that are used to uniquely identify individual entities are underlined.

Starting from the upper left-hand corner, user and project information is stored in the entities
User and Project respectively. Each project has access to zero or more submitted gene
sequences which are organized in the SEQUENCE entity set. Since every sequence from
the SEQUENCE entity can be BLASTed against multiple databases, e.g., non-redundant (NR),
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nucleotide (NT), SwissProt (SP), etc. using different programs e.g., BLASTX, BLASTN,
TBLASTX, the JOB entity is used to maintain the relationships between a sequence and the repos-
itory and program that are used to compute the matches. BLAST results are represented by the
BLAST_HIT entity containing detailed hit information, such as hit definition, expect value, bit
score and so forth.

As mentioned above, BlastQuest allows its users to augment the results of their BLAST
searches with information from KEGG and GO. Internally, the GO graph is represented as a
set of GO nodes (GONODE entity set) with links to the corresponding parent(s) which are also GO-

NODES. The parent link is captured in the GO_PARENT relationship type. The KEGG orthologs
are stored as a set of pathways (KOPATHWAY entity set) with their corresponding KONAMES. The
relationships between BLAST_HITS and GO terms and KEGG pathways are represented by the
HAS_GO and HAS_KO relationship types respectively.
5. An example session with BlastQuest

The Web-based Graphical User Interface of BlastQuest has two modes: the administrator mode
for creating and setting up projects, and a user mode for data analysis. In administrator mode,
there are several pages (not shown) facilitating the extraction of data from original, external
BLAST files into the operational data store, the construction of a GeneOntology graph with user
sequences, the generation of a page describing the orthologs and pathway information for user
sequences, the creation of a summary file about sequence assembly statistics, and other adminis-
tration activities. After the administrator has finished the loading of data, the project�s owner or
guests will be able to view and analyze their data in user mode.

Due to the large volume of data, simple page-by-page viewing is not helpful to the user; instead,
selection mechanisms are needed to find the data of interest. The user interface has two aspects:
(1) apply a sequence of consecutive operations to gradually arrive at the data of interest; (2) gen-
erate a global view of the data on a project level in order to discover expression patterns. In the
remainder of this section, we will present a sample session to describe the main user interface fea-
tures for doing both. The data and screens are from an ongoing EST sequencing project for dwarf
wheat [14].

The first feature is a summary page for all or selected query sequences. For each query sequence,
the top BLAST hit (i.e., the sequence database match with the best statistical score) is by default
regarded as the best matching sequence. It is displayed with a summary of important biological
information, which contains, for each matching sequence, the sequence ID (e.g. GI number from
GenBank), the gene definition, and the expect value. 2 This view is similar to Fig. 4a except that
only the top hit is displayed.

The second feature is user-controlled selection. It is well known that the statistically calculated
ranking of matching sequences provided by BLAST does not necessarily correspond to the bio-
logical knowledge and experience of the user. BlastQuest keeps up to 20 of the top scoring BLAST
hits for each query sequence. In addition, the user may choose to tag a statistically less significant
2 An expect value (e-value) expresses the probability that a hit occurred by chance. The lower the e-value, the more

significant the hit is. The lowest e-value is 0.
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hit as better for expressing possible functions of the query sequence. By manually selecting a spe-
cific BLAST hit, the user gets additional information such as the percentage of identity or the
translational reading frame. The available detailed display of sequence alignments is identical
to the free-text formatted BLAST result to which most BLAST users are accustomed.

The third feature is a function that checks for consistency. Frequently, BLAST returns multiple
hits for a query sequence. The consistency among these hits reveals more information about the
query sequence�s real identity than a single hit does. To do so, users ask BlastQuest to display the
top n hits for every query sequence by clicking the ‘‘Sort Groups’’ button shown in Fig. 4a. Fig. 4
also demonstrates three different scenarios. Sequence ‘‘Tae.0.C1’’ represents the first scenario
where all or most of the hits identify the same genes (e.g., they could be from different organisms
or different tissues). In such case, the identity of the query sequence will be assigned as the con-
sensus name. The second scenario is when the hits are not the same genes but genes with similar
functions. The query sequence and the hits may share some common segments, which BlastQuest
can help to identify. It is demonstrated with the sequence ‘‘Tae01-7MS4-F03.g’’ that hits two
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potential genes––globulin or legumin. Checking the detailed sequence alignments by clicking the
‘‘Details’’ button shows that all the hits match the same region of Tae01-7MS4-F03.g. By check-
ing the ‘‘Amino conversion’’ option and clicking the ‘‘Details’’ button again, Tae01-7MS4-F03.g
is translated into an amino acid sequence, which is automatically submitted to the SMART data-
base [17] for domain search, as shown in Fig. 4b. A SMART search reveals that the common re-
gion among globulin, legumin and Tae01-7MS4-F03.g corresponds to a conservative domain
‘‘Cupin’’ that is present in plant seed storage proteins and germins. Even though the real identity
of Tae01-7MS4-F03.g is not clear yet, we can deduce its functional identity as a gene encoding
plant seed storage proteins or germins. Tae01-6MS3-C08.g is an example showing the third sce-
nario where BLAST hits are very divergent, revealing little about the query sequence�s identity.
Further analysis needs to be done to discover the real identity of the query sequence, which might
be a new gene, a non-protein-coding RNA, or a gene not included in the BLAST sequence data-
base.

The fourth feature is related to filtering and ordering facilities, which can be activated by
mouse-click and which operate on all query sequences and their BLAST results. Examples
are the display of hits with expect values less than a particular threshold selected from a pull-
down menu, or sorting hits based on expect values. Together, the consistency checking and
filtering functions provide researchers the ability to reduce the original BLAST results to a man-
ageable size, and to categorize sequences based on the qualities of BLAST hits. In general,
researchers like to apply different analysis processes to sequences with high quality BLAST hits
and sequences with low quality BLAST hits. Furthermore, consistency checking, filtering, and
adjustments of analysis processes are highly dependent on the particular research focus, project
status, and prior knowledge of query sequences, which require these functions to be both flexible
and easy to use.

The fifth feature enables user-defined, mask-oriented, non-SQL queries. This feature refers to the
problem that the built-in functionality of BlastQuest is sometimes insufficient for specific analysis
tasks while many biologists are not familiar with SQL queries. BlastQuest provides a special Web
page which allows the user to click on particular buttons, to manually insert text, and in this way
to interactively and textually construct complex Boolean expressions which may include logical
operators as well as substring search predicates. For example, when a user clicks on ‘‘Contains’’
or ‘‘Not Contains’’ in Fig. 5a, a pop-up window shown in Fig. 5b is displayed, where the user
types in a text string. A search field (e.g., ‘‘Hit Definition’’ in our example) to which the Boolean
expression is compared can be selected by a drop-down menu. Fig. 5a shows two textual repre-
sentations of the same Boolean expression under construction. The first representation is a test
mode translating the ‘‘natural language’’ condition into an SQL query. The second expresses
the same condition in ‘‘plain English.’’ The construction of the Boolean expression and hence
of the query is completed by clicking the ‘‘Set & Search’’ button. BlastQuest assembles the
SQL query, sends it to the operational data store, receives the results and displays them. In the
example in Fig. 5, the user is specifying a query requesting hits that contain the word ‘‘reverse’’,
but not ‘‘hypothetical.’’

For sequence analysis, BLAST searching is only the initial step. In addition to predicting the
identity of query sequences on a gene-by-gene basis, more information can be obtained by viewing
the BLAST results collection. In order to assemble the global context, we must impose a higher
order of organization on the individual sequences. This is illustrated in the next three features.



Fig. 5. User-defined, mask-oriented, non-SQL query.
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The sixth feature comprises grouping functions. For example, if the user asks for grouping on
GI number or BLAST hit definition, related sequences and their BLAST results are grouped to-
gether rather than appear randomly or out of context. Fig. 6a shows how to group BLAST results
on GI number for all sequences in the project. Clicking on a specific hit leads to a page displaying
all query sequences that match this database sequence. Fig. 6b shows 12 query sequences that en-
code RuBisCo genes with matching regions specified. This is an established method to identify
EST sequences that come from different regions of the same mRNA, gene orthologs, or gene para-
logs. 3 Grouping also reveals possible transcript variants.

The seventh feature is to categorize sequences by inferred functions based on Gene Ontology. For
a query sequence, its functions can be inferred based on the functional annotations associated
with its BLAST hits. On a project basis, if sequences with similar functions are grouped together,
it is helpful for biologists to clarify the relationships among query sequences and to identify global
expression patterns. Thanks to Gene Ontology (GO) [10], a controlled vocabulary about gene and
protein roles in cells, we are able to impose a clearly defined hierarchical order on our sequences.
As shown in Fig. 7a, GO has three major categories, namely biological processes, molecular func-
tions, and cellular components, which are further subdivided into subcategories of various depths.
Directed acyclic graphs are formed by GO terms and their associated ‘‘is-a’’ and ‘‘part-of’’ rela-
tions. Because GO annotations are available for sequences in the SwissProt database [2], such GO
terms can be assigned to query sequences if BLAST search against the SwissProt database returns
good statistical matches. Fig. 7b shows the ‘‘physiological processes’’ branch in the GO graph.
There are two numbers following each GO term branch. The first number tells how many unique
sequences are annotated with this term; and the second number tells how many annotations or
3 Gene orthologs are genes that are derived by divergent evolution, such as the a-hemoglobin gene from human and

from mouse. Gene paralogs are genes that are duplications, such as a-hemoglobin and b-hemoglobin.



Fig. 6. Grouping BLAST results on a project basis.
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associations are constructed under this level. The second number is always equal to or greater
than the first number because one sequence may be annotated with more than one GO term
and one GO term may have more than one position in the GO graph. As we can see, there are
25 unique sequences in the project that participate in ‘‘physiological processes’’. Specifically, there
are 23 sequences in ‘‘photosynthesis’’ and two sequences in ‘‘germination’’. Among those 23
‘‘photosynthesis’’ sequences, some of them are associated with more specific processes, namely
‘‘light reaction’’ or ‘‘dark reaction’’. In fact, there are other physiological processes defined by
GO. However, BlastQuest only displays terms that are associated with at least one sequence.
For each sequence it displays a sequence name, possible a gene identity and the expect value.

The eighth feature is to organize sequences by orthologs and inferred pathways. The KEGG data-
bases [16] provide information about orthologs and the metabolic and regulatory pathways they
are in. BLAST makes the transfer of such information between query sequences and matching



Fig. 7. Function categorization based on Gene Ontology.
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sequences possible. Furthermore, BlastQuest organizes such data on a project basis to give users a
general impression on how those pathways are populated with their sequences. Fig. 8a is a sum-
mary table. The first column lists all 22 major categories of KEGG pathways. The second column
tells the number of sequences that are found in pathways for a specific category. The third column
tells how many orthologs these sequences belong to. The fifth column gives the number of total
KEGG orthologs in all pathways for that category. The fourth column is simply the percentage of
orthologs in user sequences and KEGG pathways. As shown in Fig. 8a, pathways involved in bio-
synthesis of secondary metabolites are the most populated pathways in this project. By looking at
the last row of the summary table, users get a general impression on how many gene orthologs
have been discovered in the project. Fig. 8b shows a pathway map, in which orthologs identified
in user sequences are highlighted. Organizing a set of sequences or genes into pathway maps re-
veals the functional contexts in which genes interact with each other so that cells can perform
appropriate functions. It helps biologists to discover the relationships among those genes in bio-
chemical reactions, regulatory paths, and other biological processes that have been modeled in
pathway maps. Furthermore, comparing the pathway maps among several sets of sequences or
genes (e.g. genes from different tissues, species, etc.) facilitates the global functional comparisons.

The final feature is to access an internal BLAST engine, in which nucleotide sequences derived
from the users� DNA sequencing project are formatted into a database that can be searched using
the BLAST method. For a sequencing project, a commonly asked question is ‘‘Is gene X present
in my data?’’ Querying BlastQuest using PL/SQL might answer this question only if text describ-
ing gene X is represented in the BLAST results. However, gene X may not be directly described in
the BLAST results even if it is present in the users sequence data collection. For example, gene X
may be a newly discovered gene which has not been included in a public sequence database; or
gene X is a non-protein-coding sequence, which will not be identified in the BLAST results under
certain circumstances. In such cases, if we format the user-derived nucleotide sequence collection



Fig. 8. KEGG orthologs and pathways.
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as a BLAST enabled database rather than treat them as query sequences, this question can be eas-
ily answered by BLASTing the nucleotide or protein sequence of gene X against this novel user-
sequence-derived database. The user interface is the standard NCBI BLAST Web interface.
Various customized BLAST databases are constructed and listed in a pull-down menu based
on project status and user requests. The BLAST result is displayed in the standard NCBI BLAST
HTML format.
6. BlastQuest evaluation

6.1. BlastQuest as a tool for managing information

The BlastQuest project began as a solution for the problem of managing BLAST search results
from large-scale DNA sequencing projects. We started with a limited, but specific set of require-
ments determined by interviewing several biologists involved in large-scale DNA sequencing pro-
jects. We believed we could not identify all necessary requirements for the BlastQuest system a
priori. For this reason, from the beginning BlastQuest was meant to be a dynamic and extendable
platform for testing ways of both representing and delivering project-specific, biological informa-
tion directly to the biologist�s desktop.

At the start, biologists readily adapted to the BlastQuest interface with its look and feel typical
of many Web browser tools with pull down menus, check boxes, and hypertext links. We expected
that over time the experiences of users would guide development of new BlastQuest functionali-
ties. Given the freedom to explore BLAST results through BlastQuest, biologists appreciated the
various grouping and rank sorting features. The ability to perform text searches on the ‘‘Hit Def-
inition’’ field was particularly well liked as was the internal BLAST. While our BlastQuest imple-
mentation met the requirements originally set forth, once biologists started using the system we
received numerous constructive suggestions.

Biologists rapidly discovered the limitations of BlastQuest functions, particularly as they fo-
cused on answering specific biological questions. In most cases delivering the needed information
was as simple as writing a suitable SQL query to represent information already residing in the
database in a new way. For example, the original BlastQuest implementation did not include
the ability to group query sequences based on their having database hits in common, i.e., that
two or more query sequences share DNA sequence homology with the same GenBank database
sequence record. GI numbers are used to uniquely identify GenBank database records. Grouping
BLAST homology results by GI number identifies query sequences having a common homolog,
even if each query sequence matches to non-overlapping regions within the homologous sequence.

BLAST sequence homology searches are the primary method for assigning biological function
to newly determined genetic sequences. While very powerful, BLAST searches assign biological
meaning on a query-by-query basis, but do not establish a biological relationship between an indi-
vidual query sequence and other sequences in the project. Biologists working with BlastQuest
requested we develop a feature for grouping and counting gene sequences that are related by
co-participation in common biological processes. The GO and KEGG consortia are two of the
groups building classification schemes for biological information. As a result of user requests
we added the GO Tree and KEGG pathways database to BlastQuest.
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BlastQuest has proven to be a dynamic platform for building and testing a delivery system for
biological information. We learned from user experience and implemented user defined changes
that extend the functionality of BlastQuest beyond initial requirements. The community of Blast-
Quest users are also stakeholders in the success of BlastQuest and as the primary beneficiaries
remain willing and active participants in this evolving project.

6.2. BlastQuest as focus for interdisciplinary collaboration

Biologists engaged in genomics research are confronted with two main problems, namely an
exponential accumulation of heterogeneous, semi-structured biological information, and the
increasingly complex applications needed to compile and analyze biological data. As a result,
challenges in biology are now also challenges in computer science. Solving these challenges re-
quires interdisciplinary collaboration between biologists and computer scientists. The success of
such interdisciplinary groups requires integration of our respective scientific cultures and bridging
this gap is the first real challenge for interdisciplinary collaboration. Our BlastQuest implementa-
tion did not require development of novel algorithms or new applications. Our initial data man-
agement objective was easily met by implementing a standard relational database solution. From
the biologists perspective, BlastQuest solved an immediate data management predicament for
delivering information and thereby enhanced biological research at our institution. For our inter-
disciplinary group the benefit of working together and developing BlastQuest is less tangible but
perhaps more valuable than BlastQuest itself. It served as a starting point for biologists and com-
puter scientists to begin working together. BlastQuest was a realistic goal and an opportunity to
learn about each other in achieving a firm foundation for future collaboration.
7. Related work

Although parsing BLAST results and storing them in a database is not a novel idea, compara-
ble Web-based tools with a similar functionality as BlastQuest are rare. We are aware of several
projects, e.g., XS BLAST [15], WebBLAST [8], OCGC BLAST [4], and PEDANT [9], which pur-
sue the same goal of evaluating BLAST query results but fall short in several important aspects.

XS BLAST [15] parses BLAST results in XML-format and stores the information in a rela-
tional database. It allows the display of the result in a summary tabular form with links to detailed
alignments and provides some simple sorting functions. However, these manipulations can only
be applied to BLAST results for a single query, but not a group of query sequences, which is
the biggest limitation for XS BLAST.

WebBLAST [8], which is a suite of pipelined Perl programs, is mainly intended for archiving
sequencing data and performing basic analysis tasks which are similar to those of BlastQuest.
However, WebBLAST tools are purely file-based. Global filtering and grouping operations, or
a mechanism for searching all BLAST results on user-supplied text terms are not available be-
cause their realization requires database technology.

The OCGC [4] BLAST results manager appears closest to BlastQuest in functionality, allowing
selected viewing and data filtering on up to five criteria. However, it does not support the gener-
ation of a global view of the data on a project level, which is also the case for XS BLAST and



Table 1

Comparison of functions for BlastQuest and other similar systems

BlastQuest XS BLAST WebBLAST OCGC BLAST PEDANT

Summary for one query sequences + + + + +

Summary for multiple query sequences + � + + �
Filtering and ordering + + + + �
Text/String search + � + + +

Pattern search � � � � +

Internal BLAST search + � � � +

Project management + � + + �
Grouping + � � � �
Protein/Gene function classification + � � � +

Ortholog classification + � � � �
Organizing into pathways + � � � +
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WebBLAST. Therefore, OCGC lacks the connection to GO, orthologs and pathways databases.
A nice feature is the display of results in three different graphical alignments.

PEDANT [9] is a genome annotation system that stores information on genetic elements, func-
tion annotations, and structure annotations. In a general sense, PEDANT covers a much larger
range of sequence annotation features than BlastQuest. However, BlastQuest focuses on support-
ing the analysis of BLAST data to facilitate large-scale EST sequencing projects rather than anno-
tating entire genomes: first, BlastQuest has a user and project based structure, which allows
frequent updates according to the status of the ongoing projects. Second, instead of statically dis-
playing assigned annotations for each gene, BlastQuest supports various ordering, filtering, group-
ing and querying functions to facilitate the iterative gene discovery process. Third, BlastQuest
utilizes the wide-accepted GeneOntology terms for function annotation while PEDANT invents
its own functional categories. Fourth, BlastQuest helps biologists to discover the interrelationships
among genes by putting them in a pathway context, a function which is absent from PEDANT.

In Table 1, we compare some important functions for BlastQuest, XS BLAST, WebBLAST,
OCGC BLAST, and PEDANT.

A previous version of the BlastQuest system has been described in [7]. It depicts a first design of
the system architecture and the user interface for the processing and evaluation of BLAST query
results. A detailed description of our vision of the Genomics Algebra can be found in [12]. The
paper in [13] stresses that the data management challenges in life sciences can only be solved
by intensively employing modern database technology, which offers an appropriate framework
for biological data handling but which itself also requires several extensions for coping with com-
plex biological data.
8. Planned improvements

It is clear that there continues to be opportunities for additional improvements to BlastQuest.
For example, there is need for a representation of the data that is semantically richer than what is
currently available including the ability to represent uncertainty and data provenance, for access-
ing and integrating data from different genomic repositories, and for a high-level query language
is easy to learn and supports biological analysis my effectively than SQL does.
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Based on the feedback we have received from our users, which illustrates the complexity of
the information-related challenges that confront biologists, we are in the process of redesigning
BlastQuest from the ground up. For example, providing users with a semantically rich represen-
tation of the genomics data as well as support for specialty functions, requires the design of a new
data type system and operations, which must be integrated with the underlying database manage-
ment system for efficient query processing and persistence. Another example, access to multiple
genomics repositories, requires the ability to extract, translate, and reconcile heterogeneous data
from multiple sources and store the integrated result using a global schema, which has been con-
structed either from the local schemas of the sources or based on general knowledge of the
domain.

As a result, we are proposing a new genomics integration and management system that is based
on two fundamental pillars:

• Genomics Algebra. This extensible algebra is based on the conceptual design, implementation,
and database integration of a new, formal data model, query language, and software tool for
representing, storing, retrieving, querying, and manipulating genomic information. It provides
a set of high-level genomic data types (GDTs) (e.g., genome, gene, chromosome, protein, nucle-
otide) together with a comprehensive collection of appropriate genomic operations or functions
(e.g., translate, transcribe, decode). Thus, it can be considered a resource for biological compu-
tation.

• Unifying database. Based on latest database technology, the construction of a unifying and inte-
grating database allows us to manage the semi-structured or, in the best case, structured
contents of genomic repositories and to transfer these data into high-level, structured, and ob-
ject-based GDT values. These values then serve as arguments of Genomics Algebra operations.
In its most advanced extension, the Unifying Database will develop into a global database com-
prising many publicly available genomic repositories.

A detailed description of this proposed approach goes beyond the scope of this paper. However
the reader is invited to refer to [12] for an in-depth description of the two pillars and their inter-
actions.

We believe our proposed approach will cause a fundamental change in the way biologists analyze
genomic data. No longer will biologists be forced to interact with hundreds of independent data
repositories each with their own interface. Instead, biologists will work with a unified database
through a single user interface specifically designed for biologists. Our high-level Genomics Algebra
allows biologists to pose questions using biological terms, not SQL statements. Managing user
data will also become much simpler for biologists, since his/her data can also be stored in the Uni-
fying Database and no longer will she/he have to prepare a custom database for each data collec-
tion. Biologists should, and indeed want to invest their time being biologists, not computer
scientists.

In addition, we believe the Genomics Algebra approach empowers biologists to perform com-
plex analyses on large-scale collections of data without needing a computer scientist at their side.
This is especially beneficial to biologists who work alone or in a small group since it ‘‘levels the
playing field’’ permitting any biologist with a good idea to pursue it fully and not be discouraged
by the lack of local infrastructure and support personnel.



W.G. Farmerie et al. / Data & Knowledge Engineering 53 (2005) 75–97 95
9. Conclusions

In this paper we have described BlastQuest, a Web-based and interactive tool for importing and
persistently storing genomic data from multiple BLAST queries in a relational database, applying
DBMS functionality for processing and querying these data, and visualizing them appropriately.
In addition BlastQuest supports the ability to connect sequence identities inferred from BLAST
results with gene-associated biological functions described through the efforts of the Gene Onto-
logy (GO) Consortium and pathway information from the Kyoto Encyclopedia of Genes and
Genomes (KEGG). This type of cross-referencing has shown to be an ideal way to describe the
functionality of a newly, discovered gene and helps biologists annotate and catalogue the genes
in a way that is universally accepted.

BlastQuest is being supported by the Interdisciplinary Center for Biotechnology Research
(ICBR) at the University of Florida and has been successfully employed and tested by scientists
on campus and their collaborators around the world for over eighteen months. We are now in the
process of developing the next-generation BlastQuest, which addresses the limitations of our exist-
ing concept mainly with respect to the need for a more expressive and extensible representation
and data model, tools to support the browsing and integration of external repositories, and a
richer and more intuitive query language that can be extended with new analytical functions
and that can take advantage of the new data model.
References

[1] S.F. Altschul, W. Gish, W. Miller, E.W. Myers, D.J. Lipman, Basic local alignment search tool, Journal of

Molecular Biology 215 (1990) 403–410.

[2] A. Bairoch, R. Apweiler, The SWISS-PROT protein sequence database and its supplement TrEMBL in 2000,

Nucleic Acids Research 28 (1) (2000) 45–48.

[3] D.A. Benson, I. Karsch-Mizrachi, D.J. Lipman, J. Ostell, D.L. Wheeler, GenBank, Nucleic Acids Research 31 (1)

(2003) 23–27.

[4] J. Cuticchia, S. Parameswaran, R. Alexandrova, E. Crowdy, OCGC Blast, 1999. Available form <http://

www.ocgc.ca/ocgcblast.htm>.

[5] B. Ewing, P. Green, Base-calling of automated sequencer traces using phred. II Error probabilities, Genome

Research 8 (1998) 186–194.

[6] B. Ewing, L. Hillier, M.C. Wendl, P. Green, Base-calling of automated sequencer traces using phred. I Accuracy

assessment, Genome Research 8 (1998) 175–185.

[7] W.G. Farmerie, J. Hammer, L. Liu, M. Schneider, Having a BLAST: Analyzing Gene Sequence Data with

BlastQuest, in: 1st International Workshop on Biological Data Management, pp. 37–41, 2003.

[8] E.S. Ferlanti, J.F. Ryan, I. Makalowska, A.D. Baxevanis, WebBLAST 2.0: an integrated solution for organizing

and analyzing sequence data, Bioinformatics 15 (1999) 422–423.

[9] D. Frishman, K. Albermann, J. Hani, K. Heumann, A. Metanomski, A. Zollner, H.-W. Mewes, Functional and

structural genomics using PEDANT, Bioinformatics 17 (1) (2001) 44–57.

[10] Gene Ontology Consortium. Creating the gene ontology resource: design and implementation. Genome Research

11 (2001) 1425–1433.

[11] D. Gordon, C. Abajian, P. Green, Consed: a graphical tool for sequence finishing, Genome Research 8 (1998) 195–

202.

[12] J. Hammer, M. Schneider, Genomics Algebra: a new, integrating data model, language, and tool for processing

and querying genomic information, in: 1st Biennial Conference on Innovative Data Systems Research, pp. 176–

187, 2003.

http://www.ocgc.ca/ocgcblast.htm
http://www.ocgc.ca/ocgcblast.htm


96 W.G. Farmerie et al. / Data & Knowledge Engineering 53 (2005) 75–97
[13] J. Hammer, M. Schneider, Going back to our database roots for managing genomic data, OMICS––A Journal of

Integrative Biology 7 (1) (2003) 117–119.

[14] K. Holland, P. Thimote, L. Liu, E. Almira, W.G. Farmerie, An approach to gene discovery in ALS crops, in:

Habitation 2004 Conference on Space Habitation Research and Technology Development, Orlando, FL, January

4–7 2004, Elmsford, pp. 123–145.

[15] J. Moon, E. Lefkowitz, XS BLAST (XML–SQL BLAST). Available from <http://www.poxvirus.org/

blast_xml_start.asp>.

[16] H. Ogata, S. Goto, K. Sato, W. Fujibuchi, H. Bono, M. Kanehisa, KEGG: Kyoto encyclopedia of genes and

genomes, Nucleic Acids Research 27 (1) (1999) 29–34.

[17] J. Schultz, R.R. Copley, T. Doerks, C.P. Ponting, P. Bork, SMART: a web-based tool for the study of genetically

mobile domains, Nucleic Acids Research 28 (1) (2000) 231–234.

William G. Farmerie is an Assistant Director of the Interdisciplinary Center for Biotechnology Research
(ICBR) at the University of Florida. He received his B.S. degree in Biological Science from Florida State
University in 1973, and his Ph.D. degree in Biomedical Sciences from the University of Tennessee in 1980.
Prior to joining the University of Florida, Dr. Farmerie held Research Associate positions at the University of
Michigan, and at the University of North Carolina at Chapel Hill. He is the Director of the ICBR large-scale
DNA sequencing facility and the ICBR bioinformatics group, which provide genomics-based services to
research scientists throughout the University of Florida.
Joachim Hammer is an Associate Professor in the Department of Computer and Information Science and
Engineering at the University of Florida. He received his B.S. degree in Computer Science and Applied
Mathematics from the University of Rochester in 1988, and his M.S. and Ph.D. degrees in Computer Science
from the University of Southern California in 1990 and 1994. Prior to joining the University of Florida, Dr.
Hammer was a Research Scientist in the database group at Stanford University. His areas of research are
heterogeneous and semi-structured information systems, federated databases, data warehousing, knowledge
engineering and data management for biological databases. Dr. Hammer is a member of ACM and IEEE.
Since August 2001, he is the elected secretary and treasurer for the Association for Computing Machinery�s
Special Interest Group Management of Data (SIGMOD).
Li Liu has an M.D. degree from the Peking Union Medical College in China and a M.S. degree in Computer
Science from the New Jersey Institute of Technology. Dr. Liu is currently a senior bioinformatician at ICBR
of the University of Florida. Her responsibility is to conduct computational analysis of sequence data and
microarray data. Prior to joining ICBR, she worked on a biological database integration project at a bio-
technology company.

http://www.poxvirus.org/blast_xml_start.asp
http://www.poxvirus.org/blast_xml_start.asp


W.G. Farmerie et al. / Data & Knowledge Engineering 53 (2005) 75–97 97
Anuj Sahni received M.S. in Electrical and Computer Engineering from the University of Florida in 2002. He
is currently working as a Bioinformatics Software Engineer in the Interdisciplinary Center for Biotechnology
Research (ICBR), where he is responsible for designing and implementing high throughput bioinformatics
software-tools including BlastQuest.
Markus Schneider received his Diploma degree in Computer Science from the University of Dortmund,
Germany, in 1990, and his Ph.D. degree (Dr. rer. nat.) in Computer Science from the University of Hagen,
Germany, in 1995. After that, until 2001, he was research assistant (lecturer) at the University of Hagen. Since
2002, he has been an Assistant Professor at the University of Florida, Gainesville, FL, USA. His research
interests are spatial, spatio-temporal, fuzzy, and genomics databases. In particular, he focuses on the design
and implementation of spatial data types (geo-relational algebra, ROSE algebra, realms), spatio-temporal
data types (moving objects), fuzzy spatial objects, spatial and spatio-temporal partitions and networks, and
deals with the design and implementation of data structures and geometric algorithms for these topics.


	Biological workflow with BlastQuest
	Introduction
	Biological workflow
	Biological tool requirements
	Architecture and prototype implementation of BlastQuest
	Architecture of BlastQuest
	Implementation

	An example session with BlastQuest
	BlastQuest evaluation
	BlastQuest as a tool for managing information
	BlastQuest as focus for interdisciplinary collaboration

	Related work
	Planned improvements
	Conclusions
	References


