Chapter 6

Reversibility and
physical scaling laws

In this chapter we analyze how the use of reversibility can improve how well various
measures of computational cost-efficiency will scale as we increase the size of our
machines, or the size of the problems we are trying to solve. Our analysis estab-
lishes that only reversible computers are capable of realizing the maximum level of
computational scalability that is affor e by the laws of physics.

oreover, even with to ay s relatively primitive level of technology, substantially
reversible computing can alrea y be the most cost-effective solution in contexts where
energy issipation is a ominant concern, such as in portable evices, or large super-
computing systems. Iso, we expect that as evice technology improves, reversible
operation will become more an more favore .

In chapter we iscusse how existing reversible mo els of computation compare
with irreversible mo els when using a variety of non-physical measures of cost, such
as are use in tra itional computational complexity theory. sing those measures,
we saw that reversibility i1 not improve efficiency, an in some mo els coul be
proven to actually egra e efficiency ., when carrie to the extreme of total
reversibility. ut the problem with ta ing those results at face value is that, as we
saw in the previous chapter, tra itional computation mo els an cost measures are
not realistic they o notre ect real costs an the physical constraints on computation
that we iscusse in chapter

In section . . ,p. , weintro uce some new cost measures which we propose
were more physically appropriate than are the uantities that are tra itionally mea-
sure in computational complexity theory. In sec. . p. we will perform an
analysis of physically realistic mo els of computation using various such physical cost
measures, an show that using those mo els an measures, reversibility can be seen
to increase overall efficiency.



et us now intro uce the general classes of mo els which we will analyze.

or convenience, in this chapter we will use the term to enote the con-
cept of a mo el of a family of physically-implementable machines, such as those we
propose in ch. . ection . of this chapter analyzes the properties of several very
general classes of architectures, which we will e ne below fully irreversible archi-
tectures I | time-proportionally reversible architectures ,an ballistically
reversible architectures .1l three of these classes will have a number of fea-
tures in common.

he machine classes we stu y will all be imagine to be implemente in some xe
un erlying technology, which we ta e to mean that several uantities are xe across
all three classes of machines

here is a xe minimum physical size mass an volume for storing a bit of
computational state.

here is a xe maximum physical entropy ensity allowable within the ma-
chines in uestion, inclu ing in their cooling systems.

he above two items can be usti e on the basis of the limits presente in . |
along with the argument that mass ensities, energies, an temperatures will
not be able to be increase in e nitely in any computer technology realizable
in the foreseeable future.

here is a xe maximum rate at which bit-operations can be performe per
unit of mass an per unit of volume in the machine.

his limit follows from the fun amental argolus- evitin boun we mentione
in . much tighter boun s than this will certainly hol for all technologies
through the foreseeable future.

ow let us istinguish the three classes of architectures that we will stu y.

lly [ I is one in which there is a xe constant lower
boun , in epen ent of the machine size or of any a ustable parameters of the ar-
chitecture, on the average number of bits of o onl no on that are lost



converte to entropy per primitive computational operation that is performe . ote
that this oes not count the mere conversion of bits that may [  y be entropy from
a controlle igital form to an uncontrolle physical form. e are concerne here
only with the amount of n  entropy that is generate per operation ue to the
architecture.

n architecture is fully irreversible if, for example, it routinely uses or inary
irreversible logic gates, which must pro uce entropy every time they erase a bit,
accor ing to an auer s principle

oo on ly l is one that provi es the option
to re uce the average entropy generate per primitive operation to an arbitrarily
small amount that is asymptotically proportional to the inverse of the amount of
time over which in ivi ual operations are performe that is, . In such
architectures, the egree of irreversibility entropy generate per operation is in-
verse to this time, so the egree of reversibility can be consi ere oo on to
time. hus we use the a ective time-proportionately reversible, to escribe these
machines, the motivation being that this is much more precise than alternative a ec-
tives such as a iabatic, asymptotically reversible, an uasistatic which have
often been use in the past when referring to technologies that have this particular
property. ee . for further iscussion of this terminology issue.

s we will see in chapters an , a large number of existing an propose logic-
evice technologies are capable of implementing time-proportionate reversibility so
the mo el is certainly realistic for purposes of an asymptotic scaling analysis.
owever, the constant of proportionality which we call the entropy coefficient
varies greatly across ifferent technologies, so the range of vali ity of the asymptotic
analysis epen s signi cantly on the technology in uestion.

his next class of architectures may or may not actually be realistic, but it will be
a useful point of comparison, which will help us interpret the results of our analysis
of the . he ballistically reversible architecture is a mo el base on an
imagine technology where the entropy generate per constant-time operation can be
ma e exactly zero, or at least so close to zero that the ifference oes not matter for
any achievable scale of machines.
is the conceptual limit of a in which the entropy coefficient becomes
arbitrarily small. It is appropriate to consi er this limit because we o0 not yet now of



ntropy generate
ymbol ame of architecture class per operation

I ully irreversible architecture
ime-proportionally reversible architecture
allistically reversible architecture

able . he three classes of physical machine mo els that are compare in this
chapter. he e ning ifference between them isin how the average entropy generate
per computational operation scales in relation to the length of time over which

the operation is performe .

any fun amental physical restrictions on how low the entropy coefficient can actually
be ma e to be.

ote that in both the an the we specify that [ly logically reversible
operation is permitte , but not re uire . In these mo els, we also provi e the option
to perform logically irreversible operations which generate constant entropy. ore-
over, the type of operation to use shoul be selectable at run time. his allows
these mo els to use the external universe as a garbage-information ump, ust li e
the 1  oes this option ensures that our reversible machines will be [ as
powerful as the 1 | since it will be subsume as a special case, one in which the
time-proportionate reversibility feature is effectively unuse .
able . summarizes the three classes of architectures we will compare in this
chapter.

general feature of these analyses will be attention to some of the subtle ways in
which several in s of physical constraints, such as limits on entropy ensity an
propagation spee , interact with each other to etermine the form of the most cost-
efficient possible machines.
he structure of the rest of this chapter will be, roughly, to procee from the
simpler, less compelling physical cost measures an analyses to more sophisticate
an realistic ones.

In this section we etermine, for various cost measures , the l n
un er the given cost measure. e e ne  as the asymptotically fastest-growing
value of the cost-efficiency ratio , as a function of cost, for any class of



computational tas s.  uation . , p. e ne cost-efficiency as

herefore, letting  an be the costs on an irreversible an reversible machine,
respectively,

that is, the reversible a vantage is e ual to the ratio of the cost on an irreversible
machine to the cost on a reversible machine. n similarly for the ballistic a vantage

e will often normalize by expressing it as a function of | the cost on the

reversible machine. o, if we write , this means there are classes of com-
putations such that, for instances that cost  to perform on a reversible
machine, the cost to perform them on an 1 irreversible machine in general is

times larger. If this in icates no reversible a vantage any in-

icates an asymptotically unboun e reversible a vantage, as the cost level increases.
It is important to eep in min that the true reversible a vantage is etermine
by the o | efficiency of each of the two classes of machines on the problem in
uestion. o show a reversible a vantage greater than no asymptotic a van-
tage , we have to show that no I machine can perform a given computation with
less than a given asymptotic cost that  achievable on a

oreover, throughout this section we will be concerne only with n 1
costs that is, an assessment of a computation s cost will only be consi ere to be
fair if a long series of repetitions of computations li e it coul be performe

on the given machine class with no more than  times the cost. his will allow us
to marginalize factors such as the time re uire for set-up of the initial state an
rea -out of the result. It is assume that this is fair to o, because there are many
useful computations that of a form that re uires numerous se uential iterations
of a proce ure.

ome of the analyses an results in this section were rst reporte in our earlier
publications |,

erhaps the simplest physical measure of cost, which also gets us away from the bias
towar s the abstract time an space cost-measures feature in tra itional complexity



theory, is the i ea of the cost of a computation being proportional to ust the amount
of new entropy that it generates.
his measure ma es sense for several reasons

ntropy ta es up space, an when too much of it accumulates within a xe -
size system, it causes the system to become isor ere in uncontrollable ways.

or example, a computer might melt if it pro uces too much entropy without
removing it.

s we saw in . . , energy is re uire to support the existence of entropy in
any system at non-zero temperature. herefore it costs us free energy whenever
entropy is generate . s we mentione in . . , the coolest accessible place to

ump large amounts of entropy is the cosmic microwave bac groun at ,
so each bit s worth of sustaine entropy generation costs us at least
me  of energy which cannot be recovere .  xcept maybe by waiting
for the universe to cool further, which will ta e a while

ven in the istant-future limit, if there is a nite upper boun to the maximum

entropy of the universe, then negentropy is a truly non-renewable
resource once we use it up, no further entropy-pro ucing operations will be
possible. here s a cost measure for you o the efficiency of our use of

entropy is crucial if we wish to maximize the total amount of computational
wor that we accomplish throughout all time.

ith entropy alone as the cost measure, , the compar-

ison is of course straightforwar . he irreversible 1 machine by e nition pro uces

constant entropy per operation, so the cost of any computation scales as the number
of primitive operations, .

he or inary reversible machine , given unboun e space, can be run in

fully logically reversible fashion using ennett s algorithm with the same or er

asthe I | an still pro uce nocomputational entropy other than, at most, the

size of the input problem, an that only if the input is no longer nee e after the

computation. he entropy generation ue to friction can be ma e arbitrarily smaller

than | by exten ing the computation over a sufficiently long perio of time. hus
the total entropic cost is at most e ual to the input size,
imilarly for the ballistic , except that we o not have to run the machine

in e nitely slowly to achieve that low of a cost.

hus, unsurprisingly, when entropy is the cost measure, reversible machines com-
pletely ominate irreversible ones in their cost-efficiency. ince for arbitrary problem
classes, may scale arbitrarily uic ly with | the reversible a vantage factor
may be an arbitrarily fast-growing function of the input size.



Of course, using entropy as the sole cost measure is not particularly compelling, be-
cause it ignores the opportunity cost of using up some amount of physical space for
the amount of time re uire by the computation. his is particularly apparent for

the case of the which may consume a large amount of space for example, pro-
portional to for a large amount of time to get the physical entropy
generation below . hen minimizing entropy only, total spacetime resources

for a computation will li ely be polynomially larger for the reversible computation.
hus it behooves us to consi er those costs as well.
efore we stu y true spacetime costs, let us rst consi er another measure of cost
that is easier to analyze, but still ta es into account measures of both run-time an
machine size.

or purposes of this section, we will characterize machine size as the surface area  of
the least-area surface that encloses all of the computer s active information-processing
components. ote that if the computer happens to consist of many in epen ent
components that are sprea far apart from each other over a large surface, then
un er our e nition, the least-area surface enclosing the system may actually consist
of many separate small surfaces, one aroun each component.

In any case, one reason to thin of area as a component of a cost measure is that
it measures uantities such as es top footprint, oor space, an lan planetary
surface , which have every ay signi cance as resources. oreover, present computer
manufacturing technology, base on buil ing up structures on the surfaces of silicon
wafers, is geare towar s buil ing ense circuitry in only two imensions, so area is
a fre uent cost measure in that arena as well.

ore fun amentally, ue to the limits on entropy ensity we assume in . , we
will see in a moment that minimum surface area etermines the maximum sustaine
rate at which entropy can be pro uce within the surface. If a system actually oes
pro uce entropy at this rate, it thereby subtracts correspon ingly from the maximum
rate at which entropy can be pro uce by the remain er of any larger system within
which it is enclose . o0, area ma es sense as a component of computational cost.

ultiplying the area by time converts it to a measure of the n that the area
woul yiel over the course of the computation if it were rente out for other purposes
such as for alternative computations . his ma es sense in intuitive economic terms,
an it also correspon s to a boun on the total amount of entropy that the given
system coul have pro uce over the given amount of time.



or computing the area-time pro uct, let us rst as , how oes the maximum rate of

computation scale as a function of area
or now, we will characterize the raw processing rate in terms of the number

of primitive computational operations such as logic gate operations performe per
unit of real time. e also assume, for now, that the computation being performe
is an inherently logically reversible one that oes not re uire asymptotically more
computational steps or memory on a reversible processor this will allow us to treat
time-proportionally reversible operations as e uivalent to irreversible operations for
our purposes. n example of such a computation woul be a simulation of a logically
reversible system we will see other examples in ch.

he I machine by e nition pro uces entropy per
operation, an we assume as always that entropy ensities are limite . s per our
arguments in . , the rate of entropy removal per unit area is therefore also limite .

ince the total volume within the given area is limite it s at most - ,
it follows that for a long computation, the highest rate of entropy generation that is
sustainable is ust e ual to the maximum rate at which the entropy may leave through
the surface. his rate is boun e by the xe maximum entropy ux times the
minimal enclosing area . hus

et the contain logic evices at constant average
ensity, so that the total number of logic evices is proportional to the s
volume , an let the also be roughly spherical a cube woul suffice so that
hen, the number of evices . If each evice operation ta es

time , an all operations are reversible, the entropy per operation is an
so the total rate of entropy generation is . ince must be
no greater than the rate of entropy removal, we have that . etting

, we have .
hus, within area , the can run ~ times faster than the I , on
computations that involve only logically reversible operations. or an approximate
sphere cube of iameter ~, the spee a vantage of the reversible machines
scales as . any such cubes can be arrange besi e each other in a plane
without changing the asymptotic area available to each one, forming a at slab of
material of thic ness epth , which can perform at a per-area rate of . ee
gure . . n irreversible machine, in contrast, woul be capable of only a constant
rate per unit area.

In this case there is no entropy pro uction, so the maximum
rate of operation scales with volume, B . his is a factor of times
faster than the irreversible machine an times faster than the time-proportional
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reversible machine. or a sphere or slab of thic ness the ballistic machine is
times faster than the irreversible machine, an  times faster than the

o the is, in a sense, halfway between irreversible an ballistic machines
in terms of rate per unit area its bene t factor above the irreversible machine is the
s uare root of that for the ballistic machine.

ow that we now how spee scales with area, let us see how to choose the shape of a
machine so as minimize the area-time pro uct for a given computation re uiring
operations, un er our three classes of architectures.
et us assume we are ealing with a restricte class of computational tas s in
which no communication is re uire between processors uring the course of the
computation the tas can be expresse as separate computational tas s
that can be performe entirely in epen ently of each other. his is approximate by,
for example, a brute-force search problem in which a very large number of in epen ent
possibilities nee to be chec e for a solution, an chec ing each one ta es roughly
constant time, in epen ent of the number chec e . emember, we can amortize
away the set-up an rea -out times, because we are concerne with etermining a
sustainable rate for many iterate repetitions of the given computation.

If all the area can be use effectively, , so the time  for

operations is ,an so . hus the choice of the area of

the machine oes not affect the asymptotic area-time pro uct. o see what the area-

time pro uct is as a function of , consi er sprea ing the processors arbitrarily

far apart over a - imensional plane. he minimum-area surface will then consist

of a collection of small surfaces, one enclosing each processor, thus the total surface

area will be proportional to the number of processors , an if we give

each processor a constant-size, constant-time piece of the total problem, the number

of processors scales as , an the whole computation ta es constant time,
an

et the operations again be performe in parallel on
processors, but this time in a compact structure with area cIn L
we alrea y erive that the maximum rate of computation for this struc-
ture is , so the minimum time  for operations is , or
. hus in this con guration. an we o better
by sprea ing the processors out 0, because when we ecrease the thic ness by a
factor of , the area increases by a factor of , but the time only scales own by
~, so the area-time pro uct increases by ~ . o the optimal con guration
is the one we chose, where the iameter is asymptotically minimal.



In the ballistic machine we perform the operations in parallel on
processing elements in constant time, an because they pro uce no

entropy we can cram them insi e the minimal surface area without worrying
about entropy removal, an so the area-time pro uct for the whole computation is

hus for these inherently reversible, completely parallelizable computations, com-
pose of in epen ent constant-time sub-computations, the reversible
mo el provi es an area-time cost-efficiency a vantage of , again the s uare

root of the bene t of ~  that woul be provi e by a perfectly reversible ballistic
computer.
In terms of the cost on the reversible machine, the reversible a vantage grows as
for this type of problem. his is the highest scaling possible for this cost measure,
because for both I an mo els, the optimal solution for this problem coul
be achieve using the same structure a compact, maximally-parallelize structure.
his is alrea y the structure that favors reversible operation the most, since structures
that are smaller or more sprea out will be less limite by entropy removal an
computations that are less parallelizable will re uire smaller machines for a given
to minimize the area-time pro uct.
hus, we nee not consi er other types of computational tas s we have estab-
lishe that the best reversible a vantage  for the area-time cost measure is exactly
his area-time a vantage oes not grow as uic ly as the reversible en-
tropy a vantage of . . i, but it still becomes unboun e ly large as we compare
machines at larger an larger cost levels.

e have seen how, given a measure of cost consisting of area times time, reversibility
yiel s a scaling a vantage. ut what if we on t agree that there shoul be a surface
area factor in the cost  an reversibility provi e any bene ts for optimizing run-time,
by itself

or the sort of problem consi ere in the previous section, in which no communi-
cation is re uire between parts of the computation uring the computation itself ,
it is clear that reversibility provi es no asymptotic spee bene t. o minimize the
run-time, the processors performing the in epen ent pieces of the computation can
simply be sprea far enough apart so that the minimal enclosing area becomes pro-
portional to the number of processors, an then entropy removal no longer constrains
the asymptotic minimum time, even in the fully irreversible case. he run-time in
all mo els is then , the time for each in ivi ual processor to complete its piece
of the computation. gain, we amortize away set-up time by assuming that many
se uential iterations of this computation are re uire .



herefore, in or er to show a reversible a vantage for time-efficiency, we must

consi er a ifferent class of sustainable computations, namely one that re uires fre-
uent communication between processing elements. his will imply that processing

elements cannot be sprea arbitrarily far apart without a versely affecting the time
for the computation ue to the lightspee limit . he re uirement for a relatively
compact structure will then lea to a tra eoff between entropy generation an spee
which, as we will show, will favor the reversible machines.

ortunately, many real computations of interest are in ee of the sort that re uires
fre uent communication. Our canonical example will be the simulation of physical
systems in particular, reversible - imensional lattice simulations , ,

contains many more references . In such computations, each up ate of a com-
putational cell epen s on the results of the up ates of its nearest neighbors from the
previous time step.

here is a simple proof of a lower boun on the average time per

step for performing - local array computations on an I . onsi er the problem

of simulating a locally-connecte array of cells for a number of steps
onsi er a segment of this computation consisting of a series of

consecutive steps. n element s value at the en of this segment will in general

epen on the values at the start of the segment of all the elements less than

positions away from it, that is, ifferent elements, an on the results
of up ates of those elements, for a total of operations involve in
etermining the nal value.

If the series of steps is performe within a time , then all those op-
erations must occur within a sphere of ra ius of the nal result, in
or er to possibly affect the nal result, given that information propagates no faster
than light.  his sphere is containe within a surface of area .y the ar-
guments in . . . , the maximum rate  of fully irreversible computation that can
be sustaine within this region is then boun e by . e care about the

sustainable rate because the bloc of steps in uestion is performe in series with
other similar segments operating over the same cells.

unning at the rate for time  means that only total
operations affecting the result can be performe within that time. or this to
be e ual to the nee e ,  must then be . If it ta es time to
perform steps, then the average time per step is

If we assume that some means is available for ballistic constant spee communi-
cation between neighboring processors over arbitrary istances, then this boun can
actually be achieve , using, for example, an array of processing el-



ements space a istance of apart from their neighbors, each up ating its
cell once every time units, an spen ing the time before its next
up ate exchanging results with its neighbors. ee gure

ach processor pro uces entropy per step, so a single column of
processors pro uces entropy at the rate . ortunately, the cross-sectional

area of the column is an so the ow of entropy can move
along the column with no more than constant ux. n ifit can be move ballistically,
no a itional entropy is generate by this ow.

allistic inter-processor communication an ballistic entropy transport seem to
be reasonable assumptions because they are very closely approximate by, for exam-
ple, propagation of photons or information-carrying matter through vacuum, an by
propagation of electrons through supercon uctors.

allistic computation, in contrast, may well be more ifficult because the nee for
fre uent interactions between information-carrying components may sap energy or
intro uce exponentially-increasing error these issues woul nee to be a resse to
buil a substantially ballistic computational system. ut for purposes of communica-
tion only, no interactions nee occur uring ight, an so those particular problems

0 not arise.

In any case, it seems a reasonable approximation to conclu e that a time per
step of for simulation of iameter- - arrays can actually be achieve on
fully irreversible machines. an we beat this when running in a time-proportionate
reversible fashion

he answer is yes. onsi er a implementation using a
similar array. his time, sprea the processors only
istance apart from their neighbors, an let them ta e time for each up ate
computation. ee g. .. hen the entropy generate per up ate is

, an the rate of entropy generation per processor is
hus the rate of entropy generation for a column of processors
is . he cross-sectional area of the column is
, so this rate of entropy generation is sustainable, an the time per

step of is not prevente by entropy removal.
e can show that this asymptotic time of is minimal for a , ust as
was minimal in the irreversible case. uppose the average time per step in a
sustaine implementationis . he average entropy generate per op is then
erforming the operations that affect a cell uring an  -step
computation then generates entropy, an since the steps ta e exactly
time , the average rate of entropy generation is . uppose

then the rate of entropy generation woul be
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performance of time per step on - local cell-array simulations. he top an
bottom layers of a locally-connecte mesh of processors are shown, an
a single column of processors through the machine is emphasize in blac . pacing
the processors apart gives enough room for the entropy pro uce by the
column to be remove with no more than the maximum achievable ux ,
while still allowing neighbors to communicate with each other within steps.

loser spacing woul increase the time for entropy removal sparser spacing woul
increase the communication time.
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igure . con guration that is asymptotically strictly faster than the
fastest 1 g. . for - simulations of reversible locally-connecte cell arrays.

he spee up is possible because the lower entropy per operation, ,
permits the processors to be pac e closer together, an run at a correspon ingly
faster rate, without the xe maximum entropy ux being excee e . n inter-
neighbor spacing an time per step of is optimal among structures.
In contrast, an i ealize , perfectly ballistic machine, generating no entropy, coul
achieve time per step.




, that is, . utif , then the total time

, an so the operations must be performe within a sphere of ra ius

, which has area . upporting a sustaine rate of entropy

generation of within an area woul re uire an average entropy

ux , which violates our basic technological assumption of a xe

upper boun on entropy ux. herefore an average time per step on this
problem is actually not possible for a

herefore, for this class of computations, relevant to simulation of physical sys-

tems, a time-proportional reversible machine is faster than a fully irreversible machine

by a factor of exactly . In terms of , the reversible

a vantage is

his situation is trivial. he ballistic machine pro uces no entropy
to remove, Sso processing elements can ust be pac e together with minimal
separation no matter what the value of |, an so the communication time an the
time per step can be ma e constant, in epen ent of

In section . .. we saw that on - array simulations with local communication,
reversible machines were faster than irreversible machines by a factor of
where was the number of elements across the array in each imension. re there

other in s of problems where the reversible a vantage is greater as a function of
hat problems have the highest asymptotic reversible a vantage as a function
of
One i ea to try to improve the reversible a vantage is to pose a problem that
re uires non-local communication between cells, to try to force the machines to be
more compact, giving the reversible machine more of an a vantage. or an array
of cells of iameter , obviously the farthest we can re uire a signal to travel
before being processe is inter-cell istances. owever, if we ma e this logical
communication istance be as large as , then reversibility will confer no spee
a vantage, because the communication time will be sufficient for all entropy
to be remove even from the irreversible machine in the most compact con guration
o the re uire communication istance must actually be if we are to achieve
any reversible a vantage.

n analysis not etaile here in icates that the optimal scaling relation
between logical communication istance istance in terms of cells an array size to
achieve maximal reversible a vantage is . or this problem, the optimal
con guration for the irreversible machine turns out to be with istance

between processors, which gives a minimum time per step of the optimal



an are both pac e at xe ensity an run with a time per step of

, that is, times faster than the irreversible machine. In terms of

, the reversible a vantage is . his appears to be the maximum
spee up possible using time-proportionate reversibility. till, using the a vance
technologies mentione in chapter , we expect that even this rather slow scaling is
sufficient to yiel signi cant spee ups for reversible machines over irreversible ones
at reasonable scales.  owever, more etaile analysis is nee e .

ow, as we alrea y iscusse in . .., we generally cannot assume that time

complexity alone is a goo measure of cost. et us now see what happens to our
scaling arguments when we factor in other components of cost as well.

he results erive above for the minimum time for array situations might at rst
appear to be inapplicable to the problem of minimizing the spacetime pro uct, since
many of our solutions involve sprea ing neighboring processors apart with ever-
increasing istances between them the total volume of the computer must thus be
enormous
owever, this is actually not the case all the machines iscusse above can be
easily converte to con gurations in which the total volume of the machine scales no
faster than the volume ust to store the ata being manipulate .
he way this is one is by simply ol n each column of processors normally
aligne parallel to the entropy ow to 1l up the entire area available between
the neighboring columns, thus re ucing the thic ness of the machine in the irection
of entropy ow, to the point where the machine has some xe ensity in epen ent
of scaling. ee g.
his transformation changes nothing in our earlier analyses nothing prevents op-
eration exactly the same as before. e have one a itional construction re uirement,
however namely that throughout each perio that is reserve for signal propagation,
each processing element must vacate the paths across the plane perpen icular to en-
tropy ow along which interprocessor signals propagate, so as not to the impe e the
ballistic propagation of signals to an from the processors in neighboring columns.
herefore, our solutions from the previous section, so recon gure , optimize vol-
ume as well as time, an thus also optimize their pro uct. o for a given problem
size, reversibility provi es the same asymptotic bene ts for spacetime cost namely,
as it oes for time cost alone. xpresse in terms of the number of pro-
cessors or volume , we have . xpresse in terms of the
spacetime cost on the reversible machine, the a vantage
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igure . ow to fol up a column of processors to convert a space-inefficient
mesh into another structure with the same asymptotic spee but minimum volume.
Initially a column of here, processors exten s straight up through the machine
full height not shown from its lowest plane. e ta e this column, an fol it up at
maximum ensity within the area between it an its neighboring columns. he
entropy ux through that area oes not increase, nor oes the istance between any
two logically neighboring processors. In ee it ecreases for neighbors in the same
column.  ut the thic ness of the machine is ecrease by a factor of , from

to an the volume ecreases by the same factor.



or the array-simulation problem, the mass of our solutions scale no faster than the
mass necessary ust to represent the raw information in the array, so our solutions
optimize the mass-time pro uct as well. hus reversibility gives at least the same
a vantage for mass-time pro uct efficiency as well.
ogether with our observations above about spacetime cost, reversibility also min-
imizes the combine cost measure

his case, too, is i entical, because for the machines iscusse above,
in all machine con gurations iscusse . he minimum area scale no faster than
the mass, an so for sufficiently large problems ma e at most a mass-proportionate
contribution to the total cost.

or problems where no communication is re uire between processors, the mass-time
pro uct is proportional to the number of operations, an the entropy pro uction
never grows faster than this anyway, so the cost in all mo els re uces to
or problems such as the array simulations where communication is re uire ,
again the total cost is ominate by the mass-time cost in all cases, so reversibility
again improves efficiency by the same factor of inthe ~ communication
case.
imilarly, we get the same asymptotic results for the comprehensive cost measure
from p. . e rop the integral here because we are
consi ering problems where the resource usage oes not change signi cantly over
time.

he scaling results of the previous section were erive un er the assumption that
the computational tas being performe was one that inherently re uire only re-
versible operations, so that time-proportionally reversible operations coul be con-
si ere e uivalent in power to logically irreversible operations.
e also epen e on the computation being parallelizable, an in the more so-
phisticate cost measures, we epen e on are uirement for fre uent communication
between relatively nearby processors, an on the absence of a re uirement for fre uent



communication between arbitrarily istant processors. n example of such a compu-
tation is the simulation of a spatially an temporally iscretize reversible physical
system.

iven all these assumptions, ust how general are the reversible scaling a van-
tages o they cover very many practical applications in large problem classes, other
than wust physical simulations

he complete answer to this uestion is uncertain, but one observation is that

ennett s algorithm | can be utilize to remove the re uirement for
the [ y of the un erlying tas , while still permitting almost the same poly-
nomial spee ups an cost-efficiency bene ts. owever, the assumptions regar ing

parallelizability an communication re uirements remain.

ennett s techni ue allows one to transform a logically irreversible algorithm
that re uires memory cells space an primitive operations time into a
reversible algorithm that leaves behin no garbage information other than input an
output an ta es operations, an log memory, for any
ee evine herman for the erivation.
nite irreversible processing element running for steps performs
operations, using space. herefore, using ennett s algorithm, such a run can
be simulate reversibly with , log , accumulating no garbage except
for the input, that is, the state of the simulate processor prior to the run.

If we then irreversibly erase this -size input, we generate entropy, an
we can procee to simulate arbitrarily many consecutive bloc s of steps in this
way, with an average entropy generation per reversible operation of ,
an a memory re uirement of only log , which is constant in the number of

lo of steps that are simulate .

If we wish this algorithm to be time-proportionately reversible, the average entropy

generate per operation must be .0 we must have , or
ith the smallest choice, , the memory re uirement of this

algorithm then scales as log log , given constant

y running this algorithm simultaneously on a - array of reversible processors of
memory log each, we can sustainably simulate an entire - array of xe -size
irreversible processors in fashion. urthermore, we saw in . . . thata -

can run with , SO a memory per processor of log log

will suffice.  iven that the computer must t within the nite observable universe,
log is boun e by a reasonably small constant, so we may approximate as



for all practical purposes. Ithough this is cheating from a pure theoretical
perspective.

ith , we have that , an the ennett simulation of

this many steps ta es reversible operations,
for an average real time, per irreversible step simulate , of

where . he exponent of ine . . canbema e as closeto as
esire , by ta ing close to
In contrast, as we saw earlier, the - irreversible array being simulate must

itself ta e at least time per step. o a reversible machine can simulate even
an [ - array faster than that array can run by itself  his improve
asymptotic spee also lea s to improve asymptotic cost-efficiency by the various
other measures we have covere .  oreover, the reversible a vantages can become
arbitrarily asymptotically close to those we calculate in the previous section for the
case of simulating - reversible systems.

owever, as pointe out by evine an herman , one must be careful when
using ennett s algorithm not to ta e oo close to zero, because the constant factor
in the memory re uirement increases on n llyin , speci cally as . ut
to beat the irreversible - array s asymptotic performance, we only re uire ,
so the constant factor increase in memory size ue to the choice of only nee s to be
more than

he upshot of all this is that, apparently, for ny class of computations that are
sufficiently parallelizable an re uire the right amount of communication, a
reversible machine family, such as the , can perform that class of computations
strictly faster, asymptotically, than any I machine family. he class of computa-
tions in uestion oes no have to be inherently reversible in or er for this to be
true.

e conclu e this chapter with a summary of our iscoveries about the asymptotic
scaling a vantages that can be gaine by the use of time-proportionate reversibility.
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able . ummary of asymptotic scaling results for reversible versus irreversible

machines. he rst column in icates the type of cost measure being use being
entropy, surface area, real time, physical volume, total gravitating mass,

the comprehensive cost measure from p. . he secon column in icates restrictions

on the type of computational tas for which the results hol , in particular on the

communication involve . he uantity refers to the number of elements along

each imension of a - array of nite-state cells.

n er the most comprehensive cost measures, such as , the reversible a vantage

can scale with factors as high as the st root of the reversible cost th root

of physical machine size , but no more than that. ith fully ballistic machines,

the comprehensive a vantage in the local communication case woul scale better,

ee table

he best asymptotic cost-efficiency a vantage for reversible machines is of course
gaine in the case where total entropy generation is the sole measure of cost. he ratio
between irreversible an reversible entropy costs in this case may be an arbitrarily
fast-growing function of problem size or reversible entropy cost. ut this cost measure
is not very satisfying because it ignores the time ta en an the opportunity cost ue

to the temporary use of other resources , .
In contrast, consi ering time costs alone gives a rate of growth for the reversible-to-
irreversible spee ratio that, for suitable problem classes, is limite to at most the cube

root of the reversible time cost. hus, a computation on a machine such as
the of .. p. that ta es time will in some cases re uire as much as
time in the o [ fully irreversible I implementation. In other

wor s, in terms of spee , the class of architectures that permits time-proportional



reversible operation strictly ominates the class of architectures that oes not.
Of course, in general, time alone is not the only factor in the cost of computation,
so we also stu ie the case where various measures of machine size that in uence
rental cost were inclu e as well. ith surface area as the size measure, the best
reversible a vantage grows as the th root of cost, or the th root of area, or the
s uare root of iameter. hen mass an or volume are inclu e as components of
the machine size, the best reversible a vantage scales as the st root of total cost, or
th root of the machine s mass or volume. his a vantage occurs in computations
in which communication istances are proportional to the s uare root of the logical
iameter of the machine.
uch scaling may not appear to be very signi cant, but we estimate that the
constant factors wor out so that even given the relatively poor performance of the
reversible logic evices available to ay which we will iscuss in the next chapter ,
at the extremely high en of machines buil able with current technology, reversible
operation is apparently re uire for optimal efficiency.
uch a machine woul be rather large an very expensive we estimate tens of
billions of ollars , but as the un erlying evice technology improves, machines that
gain a cost-efficiency a vantage through reversibility will become buil able at lower
an lower cost levels. In chapter we will show that if certain proposals for future
reversible logic evices wor as pre icte , any computer larger than about a micron
in iameter will re uire reversibility in or er to achieve optimal efficiency.






