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Abstract

In the paper, we present a preliminary design of
the Rapid Single-Flux-Quantum(RSFQ) subsystemof a
petaflops-scalecomputer, which is beingdevelopedin Stony
Brookwithin theframeworkof theJPL-ledHybrid Technol-
ogyMultithreaded(HTMT)project.Thegoalof theproject
is to develop a multithreadedcomputerarchitecture that
wouldutilize novel electronic andoptoelectronic technolo-
giesto achieve petaflops-scaleperformance. Theconcept
HTMT systemhasa hierarchical organizationwith multi-
ple levelsof processors, memoryand switching networks.
Its RSFQsubsystemoperatesat the temperature of liquid
helium.

1. Intr oduction

Thedevelopmentof digitalsuperconductortechnologyis
dominatedpresentlyby RSFQlogic [11] becauseof its two
uniquefeatures:very high speed(up to 750GHz [6]), and
extremelylow powerconsumption(below 100nW/gate).

Though RSFQ-basedsystemsmay win several spe-
cial applicationniches,notably including high-resolution
analog-to-digitalanddigital-to-analogconversion,anddig-
ital SQUID magnetometry[11], the necessityof deepre-
frigerationof RSFQcircuitsdoesnotallow this technology
to competewith CMOSfor mostdigital electronicapplica-
tions.However, in high-performancecomputersystems,the
refrigerationcostswould bea negligible componentof the
totalcost,andtheadvantagesof RSFQmayshinebright.

To achieve a peak performanceof 1 petaflopsusing
CMOStechnologywhichwill beavailableby themiddleof
thenext decade,onewould need50 to 100thousandchips,
with atotalpowerconsumptionontheorderof 10MW. The
managementof power of suchproportionswould take not

justa largeroombut asizeablebuilding.
We would like to stressthat even this discouraginges-

timatestemsfrom a very optimistic assumptionof 70 nm
fabricationtechnology, for which thereare“no known so-
lutions” [2]. Moreover, the significant(300 ns-scale)la-
tency of interprocessorcommunicationin a systemof such
a physicalsizemakesthesystemproneto stalling for pro-
gramswhereinter-processorcommunicationandsynchro-
nizationis a largefractionof thecomputationprocess.
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Figure 1. HTMT computer concept.

TheHTMT concept[9] assumesahierarchicalorganiza-
tion of thepetaflopscomputingsystem(Figure1) with mul-
tiple levels of distributedmemory: holographicdatastor-
age(HRAM), semiconductorSRAM andDRAM, andcry-
omemory(CRAM), as well as threetypesof processors:
SRAM- and DRAM-basedprocessors-in-memory(PIMs)
operatingat room temperature,andRSFQsuperconductor
processingelements(SPELLs)operatingat liquid helium
temperature.Thus, the HTMT projectplacesRSFQlogic
at the heartof the petaflopssystemas its main meansof



numbercrunching,aswell asswitchingandroutingin inter-
processorcommunicationnetworks.

The designof the HTMT RSFQsubsystemis far from
trivial. Thetime-of-flightof asignalovera1 cmdistanceon
anRSFQchip is about70ps.At sucha speed,unavoidable
picosecond-scaleclock skew makes global timing impos-
sible, forcing the reconsiderationof almostall of standard
microprocessordesigntechniques.Anotherproblemstem-
ming from theunparalleledspeedof RSFQlogic is how to
hide the enormousmemorylatency visible to SPELLpro-
cessors(from � 30to � 1,000cycles).

Theobjectiveof thispaperis to describein brief our ini-
tial design(which we call COOL-0) of the RSFQsubsys-
tem[4].

2. Multithr eadingand COOL ISA

A powerful methodof hiding latency is multithreading.
This techniquereducestheprocessoridle time by overlap-
ping theexecutionof separatetaskscalledthreads.Multi-
threadingandcontext prefetchinghavebeenacceptedasthe
key techniquesof latency tolerancein theHTMT program
executionmodel(PXM) [10]. In this model,PIMs perform
pre-processingof a programto find readythreads,allocate
thecontext of a readythreadin CRAM, andinitiate its ex-
ecutionin a SPELL.Whena SPELLfinishestheexecution
of a thread,anSRAM PIM fetchestheresultsfrom CRAM
into SRAM andtransfersthemto theDRAM/HRAM level
if necessary. All of thesemultilevel activities (searching
for readythreads,pre-allocatingthreadcontexts in CRAM,
executingthreadsin SPELLs,and transferringdata from
CRAM to SRAM) can be performedin parallel provided
thereis enoughparallelismin theprograms.

In fact, the HTMT PXM exposesand exploits two
types of parallelism: coarse-grainparallelism repre-
sentedby threads(which are essentiallyparallel func-
tion/procedure/processinvocations), and medium-grain
parallelismrepresentedby programentitiescalledstrands
insidethreads(e.g.,parallelloop iterations).This two-level
multithreadingmanifestsitself in the COOL-0 instruction
setarchitecture(ISA) developedfor SPELLprocessors[7].

3. RSFQLSI Cir cuit DesignPrinciples

Themainpeculiarityof RSFQcircuitsfrom thepointof
view of computerdesignis that mostBooleanlogic func-
tions (NOT, AND, etc.) are performedby “elementary
cells” [11] — indivisible combinationsof logic gatesand
outputlatches.On onehand,thecellsgive latchesfor free.
For a single-cycle pipeline,however, this featurelimits the
numberof logic levelsperpipelinestageto 1 (comparedto
5–10levels in a typical CMOSdesign)if only theelemen-
tarycellsareused.

The timing characteristicsof the elementarycells and
asynchronouscomponents(wired OR [5] andtransmission
lines),andhencetheirpossibleusefor pipelining,differsig-
nificantly. An elementarycell mayonly beoccupiedby one
bit of data,andthenext datumcanenterthecell only afterit
hasbeenclearedby a clock pulsesignifying theendof the
clock period. The minimum acceptableclock period � is
determinedby theshapeof RSFQpulsetails,plusa neces-
saryallowancefor effectsof thermalfluctuationsandlocal
variationsof Josephsonjunctionparameters.For the0.8 � m
RSFQtechnologyplannedfor the petaflopscomputer, the
minimum valueof � , which guaranteesan acceptablebit
errorrateandreasonablefabricationyield, is between8 and
15ps[5].

Ontheotherhand,asynchronouscomponentsmayallow
multiple SFQpulsesto travel closeto eachotherwithout
any harmfulinterference.Theminimuminterval � between
thesepulsesis considerablyless than � (for the 0.8 � m
technology, closeto 3 ps). This meansthat thesecompo-
nentsmay be usedwhennecessaryassingle-bitpipelined
FIFOqueues.

Thesefeaturesof RSFQcreateanunusualandsubstan-
tial differencebetweenthe notionsof clock cycle period
and latency in instructionpipelines. A traditionalCMOS
RISC pipeline is divided into stageswhich are separated
by latches,so that thesignaldelay(latency) � perstageis
equalto theclock period � . An RSFQpipelineconsistsof
macrostages,eachfunctionallysimilarto atraditionalRISC
stage.Eachmacrostageis composedof severalmicrostages,
eachusuallyincludingalatchinggate,non-latchingcompo-
nents,andtransmissionlines.(Wecall thisultrapipelining.)
Theratio ����� is typically ����������� �!� (see,e.g.,[5]).

Thisratiorepresentstherequirednumberof independent
instructionsneededto fill onepipelinemacrostage(e.g.,In-
teger Executewith the adder)in orderto achieve its peak
performance. The load/storeand floating-pointpipelines
will needevenmoreinstructionsto reachtheir peakrates.
This level of parallelismcanbefoundalmostexclusively in
scientificprogramsworking with regularly-structureddata
objects.Thus,thecapabilityof issuingmultipleinstructions
duringloop (or vector)processingof suchdataobjectsis a
critical requirementfor RSFQprocessors.

The proposeddesignsolution is to shareeachfixed-
point pipelineof any SPELLamongmultiple strands(low-
level instruction streamsrunning simultaneouslywithin
eachhigher-level parallel thread). Becausefloating-point
pipelinesarelongerandneedmoreinstructions,all floating-
pointunitsof aSPELLaresharedby all instructionstreams
of all threadsrunning in parallel within a processor. Fi-
nally, eachCRAM componentis madeaccessibleto any
instructionstreamrunningin the entireRSFQsubsystem,
thoughweexpectdatatraffic betweenSPELLsandtheir lo-
calCRAMsto beprevailing.



4. RSFQTechnologyAssumptions

Niobium-trilayer RSFQ technology with minimum
Josephsonjunctionsizeof 0.8 � m andcritical currentden-
sity of 20 kA/cm" hasbeenacceptedasthe target technol-
ogy for the full-scale petaflopssystem. So far the most
complex RSFQintegratedcircuits (of up to several thou-
sandJosephsonjunctions)havebeenbuilt usingacommer-
cially available3.5 � m fabricationtechnology[1], allowing
a maximumclock frequency of about30 GHz. Thescaling
shows thatVLSI circuits implementedwith 0.8 � m RSFQ
technologyshouldhave an on-chip clock rate from 60 to
120GHz,with powerdissipationof 100nW perlogic gate,
andmemorycycle of 30 ps (for 128# 64 bit banks),with
powerconsumptionof 3 nW permemorybit.

A moreadvanced,mid-submicron(e.g.,0.4 � m) RSFQ
technologywould allow a modest,50% increasein circuit
performance,but a dramatic(10-fold) increasein circuit
density, becauseJosephsonjunctionsof this size become
intrinsically over-dampedandbulky externalshuntsareno
longernecessary[11]. It hasbeendecided,however, to base
our initial designon a moreconservative, 0.8 � m technol-
ogy, for two reasons.First, thebehavior of Josephsonjunc-
tionswith critical currentdensitybeyond20 kA/cm" devi-
atessubstantiallyfrom theclassicalWerthamermodel[6].
Second,even the 0.8 � m technologyis sufficient to reach
petaflopsperformancein a systemof a reasonablesize,
while the patterningequipmentfor such designrules is
presentlyvery inexpensive. As a result,a pilot line for the
0.8 � m fabricationtechnologymay be availableon a very
shorttime scale(3 to 4 yearsfrom now), with anestimated
investmentof about$20M or $30M, very small indeedon
thesemiconductorelectronicsscale.

5. SPELL Organization

Figure2 shows a block diagramof theproposedRSFQ
processor. In order to organizethe instruction streams
so that all functional units can operatein parallel, each
SPELL has16 multi-streamunits (MSU). EachMSU ex-
ecutesall integer, control,andfloating-pointcompareoper-
ationswithin onethread,usinga 64-bit integer functional
unit andeight32-bit branchunits sharinga 32-bit address
adder, all operatingwith � 15 pscycle. EachSPELLhas5
arithmeticfloating-pointfunctionalunits (FPUs)operating
with anaveragecycletimeof about15ps,altogetherprovid-
ing peakperformancecloseto 0.3 Tflops perSPELL.The
MSUscancommunicatewith the floating-pointfunctional
unitsandCRAM via anintra-processornetwork (PNET).

16MSUsof aSPELLarecombinedinto 4 clusters,each
with an 8 KB multi-port instructioncache(IC) sharedby
4 MSUswithin thecluster. Suchsharedinstructioncaches
arebeneficialwhenseveral threadsexecutethesamecode.

Figure 2. Structure of a super conductor mi-
croprocessor (SPELL) in COOL-0 design.

ThePNETconnectsMSUs,FPUs,andCRAM togethervia
85-bit-widecommunicationlinks throughwhichtheseunits
can sendpackets to eachother. This self-routingswitch-
ing network usesa backpressuremechanism(seeSubsec-
tion 7.2) to resolve conflictsandto buffer request/response
packets in the PNET internal nodes. PNET has32 full-
duplex ports: 16 to MSUs, 5 to FPUs, and 11 to the
processor-memory interface (PMI), eachoperatingat 30
Gbps. This speedis limited solely by the inductanceof
chip-to-MCMpins.Theprocessor-memoryinterfaceworks
at thesamespeed,providing peakbandwidthof 8 wordsin
eachdirectionto localCRAM, 2 wordsto localSRAM (via
theroom-temperatureinterface,RTI), and1 wordto remote
SRAMandcomputingmodules(via CNET)per32pscycle.

Figure 3 shows the structureof the SPELL instruction
pipelineconsistingof the MSU datapath, PNET, CRAM
and FPUs. Except for the Memory Access/FPExecute
macrostage,only instructionsbelongingto differentstrands
canbe simultaneouslyprocessedwithin eachmacrostage.



Theenforcementof this rule is possiblewithout a big loss
of throughput,becausethetime-of-flight of a synchroniza-
tion signalover the lengthof onemacrostageis consider-
ably lessthanthestagelatency � .

EachMSU includesa unifiedsetof 64 general-purpose
registerssharedby all strands.Therearealso32 4-bit con-
dition registersusedfor controltransfer, andmiscellaneous
registersfor threadcontrol,synchronization,andexception
handling.Hardwarereservedexclusively for eachstrandin-
cludesaprogramcounter, aninstructionregisterwith strand
controllogic,4 conditionregisters,andareservationstation
whereoperationsand their input operandsare assembled
into a packet beforebeingissuedthemto integer/floating-
pointunitsandto thememory.

A branch/threadcontrol unit (BTU) always begins ex-
ecutionof any threadin an MSU from strandS0, using
theinitial instructionaddressloadedfrom CRAM. Thead-
dressis placedinto CRAM aspartof a threadcontrolblock
preparedby the SRAM PIM. Creationandterminationof
otherstrandsis carriedout usingspecial“create/terminate
strand”instructionsandrequiresneitherinvolvementof the
runtimesystemnor allocationof theCRAM. Thereareno
hardwarelimits (besidesthenumberof availableregisters)
onthenumberof outstandingmemoryreferencesfrom each
strand.Theonly reasonfor an individual strandto besus-
pendedby the hardware is the detectionof a data/control
hazardin theSPELLpipeline.

All typesof dependencies(flow, anti-andoutputdatade-
pendencies)amonginstructionsareenforcedby distributed
scoreboard-like logic that sets/clearsa Wait bit associated
with eachdataor conditionregister. Whenaninstructionis
issued,its destinationregisteris markedas“not ready”by
settingits Wait bit to 1. Whentheresultis written into the
register, its Wait bit is cleared(setto 0).

6. CRAM

Theotherimportantcomponentof theRSFQsubsystem
is CRAM. Datastoragein CRAM is basedon the single-
flux-quantacoding,with memorycell structurevery close
to that developedearlierby NEC [12]. Memory cells are
organizedin 128# 64-bitmatrices,with one64-bitwordoc-
cupyinganentirerow of this“bank”. Thecellsaredrivenby
currentlevels in verticalandhorizontallines of thematrix
(ratherthanpicosecondSFQpulses),which aregenerated
by latchingdrivers.Thelatchingmode,while notproviding
suchhighspeedandlow powerasRSFQlogic, is morecon-
venientin memorycell matriceswherespeedis essentially
limited by time-of-flight,andpower consumptionis low in
any case.However, in contrastto theNEC design,our cell
readoutinterferometersuseover-dampedJosephsonjunc-
tions, the driversarebasedof HUFFLE-stylecircuits,and
decodersare basedon RSFQlogic. This shouldmake it

possibleto avoid usinga multi-GHz acpower supply. Our
estimatesshow thatthememorymatrix clockcyclemaybe
closeto 30ps.

EachI/O port operatingat 30 Gbpsperchannelservesa
clusterof 128 memorybanks. The whole clusteroperates
in micropipelinedmode. The role of the columndecoder
which selectsone of the banksis playedby a fast 1:128
demultiplexer basedon a treeof SFQsplittersfollowedby
row of 128selectors.Eachselectortriggersanoperationon
the correspondingbankonly if the addressin the package
coincideswith thebanknumber. In this casetheheaderis
promotedto therow decodingstagewhich is carriedoutby
a 7-stageRSFQdecoder. The correspondingdatadelayis
providedby specialpipelinedbuffers.Togetherwith PNET
and processor-memoryinterfacedelays,the local CRAM
latency asseenby instructionstreamswill beabout400ps.

EachCRAM chip has2 memoryclusters.EachSPELL
is servedby 4 local CRAM chips,i.e. 8 clusters(256KB
perchip, i.e.,1 MB perSPELL),sothatthetotalvolumeof
CRAM in the4096processorsystemis 4 GB. Thecommu-
nicationsbetweeneachSPELL/CRAMmoduleand“local”
(assigned)SRAM areprovidedthroughanRTI with 2,000
wires(includinggrounds),8 Gbpsperwire.

7. CNET

The CNET is a self-routing,multi-stagepacket switch-
ing cryo-network enablingany SPELL to accessremote
semiconductormemories,aswell aslocal memorybuffers
belongingto otherSPELLs.

7.1. CandidateNetworks

Ourpreviousstudiesof RSFQ-basedswitchingnetworks
haveindicatedthattheunparalleledspeedof theselogic de-
vicesimposessubstantialrestrictionson thenetwork archi-
tecturewhichcanemploy thisspeedeffectively. In particu-
lar, virtually all networkswith aglobalswitchingnode(e.g.,
a classicalcrossbar)drop from competition.Thereasonis
thatthepotentialspeedof packetpropagationis quitecom-
parablewith the speedof light, so that sendingsignalsto
and from a centralcontrol unit doesnot make sense.As
a result,only self-routingnetworks,with routingdecisions
madelocally in eachswitchingnode,arepractical.Thesec-
ond limitation is that in an emerging technologysuchas
RSFQ,everyattemptto minimizehardwarecostsshouldbe
made.Fromthispointof view, themostbeneficialsolutions
arethoseusingminimal2 # 2 switches[14], namely, banyan
networksandlimited-degreehyper-toroidalnetworks(also
called“pruned”meshes)thatprovidethebestperformance.

A banyannetwork is a multistageinter-connectionnet-
work with a uniquepathfrom any input to any output. It
connects�%$ inputs to ��$ outputsusing only & routing



Figure 3. SPELL instruction pipeline mapped onto the top structure of the MSU in COOL-0 design.

stages,eachwith � $('*) switchingnodes.Themainadvan-
tagesof banyannetworksaretheir homogeneousstructure
andsimpleroutingalgorithm. At eachJ-thstagenode,the
J-thaddressbit of aninputspecifieswhetherit mustusethe
0-thoutputor the1-stone.If thereis aconflict for thesame
output link, an alternatingpriority schemedecideswhich
packet is forwarded;theotherpacket is blockedfor onecy-
cle, so eachnetwork nodemust includeFirst-In-First-Out
inputqueues.

The secondfamily of CNET designsareprunedmulti-
dimensionaltoroidalring meshes.Eachnodein any pruned
meshis directly connectedto four of its neighborsby links
thatformrings,eachtopologicallyspanningonedimension.
The key to pruninga D-dimensionalmeshis to retainall
rings that run in one “vertical” direction. Eachnodehas
links in oneotherdirection.For example,apruned3Dmesh
remindsanofficebuildingwith many elevatorsbut hallways
that run in only onedirectionperfloor. To reachanoffice
on thesamefloor, onemayhave to take elevatorsbetween
floors.

The main advantagesof prunedmeshesare hardware
modularity, shapeflexibility , andredundantpathwaysthat
canaccommodatelocal variationsin network traffic with-
outblocking.

Thebasicroutingprotocolfor a prunedmeshis to take
thenext free link thatmovesa packet closerto its destina-
tion. Whena packet reachesa ring runningin a “horizon-
tal” (non-vertical)directionfor which it hasnot reachedits
destination,it takesthathorizontalring if it is not busy. If
the desiredlink is beingusedby anotherpacket, a packet

is routedon theotherlink if it alsoprovidesa shortpathto
thedestination.Suchadaptiveroutingspreadspacketsover
equivalentroutesautomatically, balancingload andavoid-
ing delaysnearmomentaryhotspots.

7.2. Backpressureand Buffering

To ensurenetwork livenessand avoid packet loss due
to congestion,CNETfeatureslimited internalFIFO buffer-
ing anda flow control mechanismbasedon backpressure:
a packet canadvancefrom onenodeto thenext only if the
next hasbuffer spaceavailable. This principle is naturally
extendedto the input andoutputnodesof the network: a
packet is held in a sender’s FIFO buffer until it canbeac-
ceptedby the input node;it cannotleave thenetwork until
its recipienthasspace.If thereis congestion,packetsstall
until it clears.Thus,besidespassingmessages,thenetwork
simultaneouslyservesasa distributedbuffer for thewhole
RSFQsubsystem.

An effective node-to-nodesignalingschemeis crucial
to maintain high throughputwhile avoiding packet loss
causedby buffer overflow. A simplesend/acknowledgesys-
tem (“handshaking”)can deliver at most one packet per
send/acknowledgmentround-trip flight time. For RSFQ
logic,however, flight timesmaybemuchhigherthanswitch
servicetimes, so that simple handshakingmay suppress
throughputdramatically. On theotherhand,a multi-credit
systemcan safelyoverlapseveral sendsand acknowledg-
mentsto maintainhigh throughput.



7.3. Network Model B

Our most elaborateModel B is a successorof Model
A that describedflat mathematicalnetworks with uniform
traffic [13]. Model B takesinto accountthe realgeometry
assumedin the “COOL-0” design(Figure4, [3, 8]). Our
network competitionrulesfor ModelB wereto provide the
highestaggregatethroughputwhilefitting ontotheavailable
nodespace(onchips),wiring space(onMCMs andPCBs),
andconnectorpin count.Theresultsaresummarizedin Ta-
ble 1. Of thetwo bestnetworksthatwe have foundfor the
ModelB, eachneedsexactlythesamenumber— 24,576—
of switchingnodes(e.g.,8 for eachSPELLandonly 48per
MCM).

Thebestbanyannetwork has12stagesof 2,048switches
each,interconnectingall 4,096SPELLs.Of the11links be-
tweenswitchstagesin eachpath,2 stayon thelocalMCM;
2 passvia side-edgeconnectorsto nodeson anotherMCM
in the samefin; and7 usethe 19,040pinson eachMCM-
to-pancakescentraledgeto crossa pancake to anMCM in
anotherfin. It is alsopossibleto organizethe banyannet-
work in suchway that only 12,240contactpins would be
requiredon eachcentraledge,but we have not yet simu-
latedthroughputfor thatnetwork.

The bestprunedmeshnetwork is a 7D meshof shape
6x4+ . Eachnodeconnectsa one-way “vertical” ring of 6
nodesandoneotherring of 4 nodes,with nodeindicesthat
differ in only oneof the other6 “horizontal dimensions”.
The vertical links are usedmore frequently, since every
movebetweenlinks in differentdimensionsmustusea ver-
tical link. They areproportionallymorenumerous.Physi-
cally, links betweennodesin eachverticalandonehorizon-
tal ring (H1) areon the sameMCM andvery short. An-
otherhorizontaldimension(H2) connects2 nodesin each
of 2 MCMs onadjacentfins. Thenext dimension(H3) con-
nectsa nodein eachof the4 MCMs in onefin usingMCM
sideconnectors.Theremainingthreedimensionshavelinks
connectingonenodein eachof 4 non-adjacentMCMs.

Althoughthebanyanandprunedmeshversionsof CNET
havethesamenumberof switchingnodes,they areverydif-
ferentin structure.Thebanyansystemhassmaller(by 30%)
one-way trip latenciesthanthe7D mesh(17.2vs 22.1ns).
However, it uses24%moreinputbuffers.Adaptive routing
in themeshavoidsalmostall queueingdelaysperpath,but
produceslongerpaths(anaverageof 20 link usespermesh
pathvs a fixed13 perbanyan)andtotal flight times(10 vs
17ns).Moregenerally, wehavebeencontinuallysurprised
at how closetheresultsarefor banyanandmeshnetworks
for all modelsof theHTMT petaflopscomputer. As aresult
we believe we have not onegoodsolutionbut two. For a
costof only 24,576switchingnodes,wehavetwo networks
thatcandeliverabout0.7PB/sin randomaccesses.

Table 1. Measures of Feasib le Banyan and
Mesh Networks

Banyan 7D Mesh
Averagewire length,cm:
- on“pancakes” 23.1 25.9
- onMCMs 3.1 5.4
Averagecreditsperlink 76 61
Numberof J. junctions 2.29#�,���- 1.85#�,���-
ContactpinsperMCM 27,200 25,500
Total area,m" :
- on“pancakes” 22.52 21.60
- onMCMs 1.30 1.47
- onchips 0.24 0.20
Averagelatency at50%load,ns:
- flight 10.28 16.87
- end-to-end 17.2 22.1
Maximumaggregatethroughput:
- words/cycle 2,677 2,664
- PB/s 0.67 0.67

8. PhysicalStructure and Parameters

Physically, eachmodule(SPELLwith its local CRAM)
can be implementedas a set of seven 2 cm # 2 cm chips,
including two double-clusterMSU chips,eachwith 2.8M
Josephsonjunctions, 4,000 contactpads,and 24 mW of
power dissipation;onechip housing6 floating-pointfunc-
tional units,processor-memoryinterface,andPNET, total-
ing 1.6M Josephsonjunctions,6,000contactpads,and16
mW of powerdissipation;andfour CRAM chips,eachwith
10M junctionsand3,200contactpads,dissipating4 mW of
power.

The chipsshouldbe flip-chip mountedon a 20 cm # 20
cmcryomulti-chipmodule(CMCM), 8processingmodules
CMCM plus its shareof CNET chips. Physically, CMCM
is just a silicon wafer fabricatedusingthe sameniobium-
basedprocess,but without Josephsonjunctions. Approx-
imately 25% of the wiring and 60% of the external con-
tactpadsbelongto CNET, therestto theRTI. Theabsence
of Josephsonjunctionson CMCM givesthehopethat they
maybefabricatedfrom 30-cmsiliconwaferswith apprecia-
bleyield.

All 512 CMCMs of a petaflops computer will be
mountedvertically aroundan octagonalprism [3] (Fig-
ure 4). The interior of this cylinder will be occupiedby
160cryoprintedcircuit boards(CPCBs).With 5-layer, 100
� mpitch,lead-platedcopperwiring providing8Gbpsband-
width, the necessarywiring areais about40% of the total
areaof theCPCBs.

The RSFQ circuits on each CMCM would dissipate
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Figure 4. COOL-0 geometr y.

� 0.5W power, onaverageabout1 mW/cm" of CMCM sur-
face.This power is far below theheliumboiling threshold
( � 300mW/cm" ) andcanbe readily carriedout by a slow
laminarflow of heliumupthroughthe1.3cmgapsbetween
CMCMs, with acceptable1 K temperaturegradientalong
the 0.8 m height of the RSFQcore. Even with the cur-
rent conservative assumptionof copperwires, the overall
power loadat 4 K is about1 kW. For this power level, the
efficiency of existingheliumrecondensers( � 300W/W) re-
sultsin room-temperaturepowerof approximately0.3MW,
on the samescaleas a present-daysupercomputerfacil-
ity with a sub-teraflopsperformance.Notice that the re-
frigeration power would be releasedin the helium lique-
fier/recondenserwhich canbe remote,anddoesnot affect
theRSFQchippackagingdensity.

9. Conclusions

Ourpreliminarydesign(COOL-0)hasrevealednoobvi-
ousstumblingblockson theway towarda compactRSFQ
subsystemwith very low power consumption,capableof
sustainingnear-petaflopsperformance.Our next plan is to
developamuchmoredetailedsubsystemdesign(COOL-1),
basedon therecentlydevelopednew versionof theinstruc-
tion setarchitecture(COOL-1 ISA). The new versionwill
besimulatedandqualitatively characterizedon severallev-
els.Hopefully, thesesimulationswill confirmouroptimistic
performanceexpectations.

We alreadysee,however, thatthepracticalimplementa-
tion of a petaflops-scalecomputerfacesmany engineering
challenges,someof whichstill needtobeaddressedin more

depththanhasbeendonesofar(e.g.,componenttestingand
maintenanceatheliumtemperatures).
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