CEN 4500C Computer Networks Fundamentals

Instructor: Prof. A. Helmy
Homework 3: Transport Layer (including reliability, flow/congestion control)

Date Assigned: Oct 10, 2007. Due Date: Oct 18th, 2007 (beginning of lecture)

Total (max) points: 115
R3. For a TCP connection between Host A and Host B, the TCP segments from A to B have source port number x and destination port number y.  What are the source and destination port numbers for the segments sent from B to A? (2 points)
R4. Describe why an application developer might choose to run an application over UDP rather than TCP. Give examples of such applications. (4 points)
R5. Why is it that voice and video traffic is often sent over TCP rather than UDP in today’s Internet?  (Hint: not because of TCP’s congestion-control mechanism) (4 points)
R6. Is it possible for an application to enjoy reliable data transfer even when the application runs over UDP? If so, how? (4 points)
R7. A process in Host C has a UDP socket with port number 6789. Host A and B each send a UDP segment to Host C with destination port number 6789. Will both of these segments be directed to the same socket at Host C? How will the process at Host C know that these two segments originated from two different hosts? (4 points)
Q. To provide reliability in a transport layer, why do we need sequence numbers? Why do we need timers? Will a timer still be required if the RTT between sender and destination is constant? (9 points)
R14. True or false? (14 points)
a. Host A is sending Host B a large filer over a TCP connection. Assume Host B has no data to send Host A. Host B will not send acknowledgements to Host A because Host B cannot piggyback the acknowledgements on data.

b. The size of the TCP RcvWindow never changes throughout the duration of the TCP connection.

c. Suppose Host A is sending Host B a large file over a TCP connection. The number of unacknowledged bytes that A sends cannot exceed the size of the receive buffer.

d. Suppose Host A is sending a large file to Host B over a TCP connection. If the sequence number for a segment of this connection is m, then the sequence number of the subsequent segment will necessarily be m+1.

e. The TCP segment has a field in its header for RcvWindow.

f. Suppose that the last SampleRTT in a TCP connection is equal to 1 sec. The current value of TimeoutInterval for the connection will necessarily be ≥ 1 sec.

g. Suppose that Host A sends one segment with sequence number 38 and 4 bytes of data over a TCP connection to Host B. In this same segment the acknowledgement number is necessarily 42. 

R16. Consider the Telnet example discussed in the figure below. A few seconds after the user types the letter ‘C,’ the user types the letter ‘R.’ After typing the letter ‘R.’ how many segments are sent, and what is put in the sequence number and acknowledgement fields of the segments? (6 points)
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P13. Consider a reliable data transfer protocol that uses only negative acknowledgements. Suppose the sender sends data only infrequently. Would a NAK-only protocol be preferable to a protocol that uses ACKs? Why? Now suppose the sender has a lot of data to send and the end-to-end connection experiences few losses. In this second case, would a NAK-only protocol be preferable to a protocol that uses ACKs? Why? (8 points)
Q. Describe (with the aid of a graph) the different phases of network load/overload outlining the degrees of congestion with increase of load. Indicate the point of congestion collapse and explain why it occurs. (6 points)
Where does TCP operate on that graph? Explain for the various phases of TCP; slow start, congestion avoidance (due to timeout), fast retransmit-fast recovery triggered by duplicate ACKs. (6 points)
Q. Mention the different kinds of protocols that may be used for congestion control. Argue for (or against) having network-assisted congestion control. (10 points)
P35. We discussed the doubling of the timeout interval after a timeout event. This mechanism is a form of congestion control. Why does TCP need a window-based congestion-control mechanism in addition to this doubling-timeout-interval mechanism? (4 points) 
Q. In TCP slow start mechanism, what is the equation used to increase CongWin and how does the window grow according to this equation? How does the equation change for the congestion avoidance phase and how does the window grow then?

In the details of the fast retransmit-fast recovery mechanism the window grows according to the equation used in slow start (before the cumulative ACK is received). Does that mean that TCP can send as many segments as it would have in slow start (for the same window size)? Why or why not? (9 points)
Q. Why do we say that TCP uses an AIMD mechanism? (4 points)
Q. If you use TCP to transfer a big file, you are likely to get a fair share of the network bandwidth (i.e., similar to that given to other long TCP connections). Describe a way in which you can get more than your fair share. Reason about how much more bandwidth you can get. (6 points)
Q. (6 points) In ATM ABR congestion control the equation to increase the rate is given by:
Ratenew=Rateold-Rateold*RDF, where RDF is the rate decrease factor,

a. discuss how fast/slow does the sender respond to congestion for the various value of RDF.

b. If the equation was changed to Ratenew=Rateold*alpha, do you think the response will be better or worse and why.

Q. (9 points) Argue for or against this statement (reason using examples as necessary): “Packets are lost only when network failures occur (e.g., a link goes down). But when the network heals (e.g., the failed link comes back up again), packets do not get lost.”

